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Executive Summary 
AI governance is entering a new phase. What began as a largely ethical and aspirational discussion 
has evolved into a complex, rapidly expanding ecosystem of laws, standards, treaties, corporate 
commitments, investor initiatives, and faith-based frameworks. 

No single authority currently defines how artificial intelligence should be governed, what 
obligations developers owe to society, or how AI’s benefits and risks should be distributed. 
Instead, a fragmented architecture is emerging. The European Union has enacted the world’s first 
comprehensive AI law, the AI Act. The United States is pursuing a largely deregulatory federal 
strategy, while states such as California, Colorado, Texas, and Utah are developing their own 
approaches. China has introduced a national governance strategy and is seeking a greater role in 
shaping international AI norms. The United Nations, the Council of Europe, standards organizations, 
industry groups, investors, and civil society institutions are all contributing to an ongoing effort to 
build a governance system. 

Companies increasingly operate within multiple, sometimes conflicting, frameworks that address 
different dimensions of AI risk, accountability, transparency, safety, security, and human rights. 
As legal requirements and voluntary frameworks continue to evolve, company innovation will 
likely outpace the application of external governance mechanisms. Maintaining a social license 
to operate and managing the risks imposed by financial markets may become key remaining 
constraints in this rapidly changing landscape.

National, Regulatory, and Strategic 
Competition 
A central tension underlies nearly every 
governance initiative examined in this briefing: 
governments increasingly view AI as a strategic 
national asset and a source of geopolitical 
advantage, while regulators, researchers, 
investors, faith communities, and civil society 
organizations seek safeguards for technologies 
whose societal consequences remain uncertain. 

Recent developments illustrate both the 
acceleration and fragmentation of governance 
efforts. The European Union continues 
to implement the AI Act while extending 
compliance timelines for certain high-risk 
applications. The U.S. federal government 
has pursued preemption of state-level AI laws 
and is reconsidering frontier-model oversight. 
California has enacted the first enforceable 
U.S. frontier-AI statute. The United Nations 
has established bodies dedicated to scientific 
assessment and global dialogue on AI 
governance. Meanwhile, China has proposed 
an international governance framework 
alongside ambitious domestic AI deployment 
goals. 

These developments show how AI governance 
is becoming a permanent feature of economic, 
regulatory, and geopolitical competition. 

Standards, Voluntary Frameworks, 
and Investor Initiatives 
Formal regulation is only one layer of AI 
governance. Much of the practical work 
of governance continues to be carried out 
through voluntary standards, management 
systems, corporate commitments, and investor 
engagement initiatives. 

The NIST AI Risk Management Framework 
has become the operational baseline for many 
U.S. organizations. ISO/IEC 42001 is emerging 
as the leading management-system standard 
for AI governance. Industry groups, such as 
the Frontier Model Forum, have established 
collaborative approaches to safety research 
and best practices, while investor coalitions 
increasingly seek greater transparency 
and accountability from AI developers and 
deployers. 

The largest investor-led initiative reviewed in 
this briefing, the World Benchmarking Alliance 
Collective Impact Coalition for Ethical AI, 
represents a significant number of global asset 
managers and signals growing recognition that 
AI governance is a material factor in securities 
risk management.
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The Emergence of Faith-Based 
Governance Frameworks 
One of the most notable developments in AI 
governance has occurred outside traditional 
regulatory institutions. Faith communities have 
increasingly joined the conversation, offering 
perspectives that extend beyond compliance, risk 
management, and technical controls. 

Launched in 2020, the Rome Call for AI Ethics 
has evolved into a broad interfaith initiative 
supported by participants from the Catholic, 
Jewish, Protestant, Orthodox, Islamic, Hindu, 
and Buddhist traditions. Other Christian 
denominations, including the Episcopal Church, 
the Church of England, and the Southern Baptist 
Convention, have also developed AI-related 
guidance and engagement frameworks. 

The Vatican Framework 
The Catholic Church’s engagement with artificial 
intelligence has developed into one of the 
most comprehensive ethical frameworks under 
discussion. Following the publication of Pope 
Leo XIV’s encyclical Magnifica Humanitas and the 
establishment of the Vatican’s Interdicasterial 
Commission on Artificial Intelligence in May 2026, 
the Vatican framework now comprises three 
integrated elements: the Rome Call for AI Ethics, 
the doctrinal note Antiqua et Nova, and Magnifica 
Humanitas. 
Unlike most regulatory frameworks, which 
focus primarily on compliance, disclosure, 
risk management, and technical safeguards, 
the Vatican framework focuses on human 
dignity, labor, creativity, economic justice, the 
concentration of power, and the relationship 
between people and technology. 

The Vatican’s contribution provides an evaluative 
lens for corporations, policymakers, investors, 
and stakeholders to assess whether AI systems 
advance or undermine human flourishing. 

Implications for Investors and 
Stakeholders 
The implications of AI governance extend far 
beyond the companies building frontier AI 
models. Artificial intelligence is rapidly becoming 
a cross-sector risk and opportunity factor 
spanning nearly every industry, including financial 
services, healthcare, manufacturing, retail, 
energy, education, infrastructure, and defense. 

Data reviewed in this briefing indicate that AI-
related risk disclosures in public-company filings 
have risen sharply since 2023, particularly in 
categories involving legal liability, governance 
failures, regulatory exposure, operational 
disruptions, and ethical concerns. As AI adoption 
expands, investors need tools to evaluate AI-
related risks across entire portfolios, not just 
among technology companies. 

Toward Human Flourishing 
The central question facing policymakers, 
corporations, investors, and stakeholders is not 
merely what artificial intelligence can do, but what 
purposes it should serve and how its benefits can 
be aligned with long-term human well-being. 

The governance frameworks emerging worldwide 
reflect different approaches to that question. 
Some focus on legal compliance, while 
others emphasize technical risk management, 
transparency, human rights, market competition, 
or ethical responsibility. Together, they form 
the emerging architecture through which AI’s 
economic, social, and moral consequences will 
increasingly be assessed. 

The future of AI governance is unlikely to 
be defined by a single global framework. 
Instead, it will emerge from interactions among 
governments, corporations, investors, standards 
bodies, multilateral institutions, and civil society. 
The challenge for all participants is to ensure 
that artificial intelligence strengthens human 
capabilities, protects human dignity, and 
contributes to shared prosperity. 

Boston Common Asset Management, June 2026
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Preface 
The regulatory and moral conversation around artificial intelligence now spans statute books, treaty 
law, papal documents, and corporate compliance programs. The European Union’s AI Act is rolling 
out in waves; California has enacted the first U.S. frontier-AI statute; the Trump administration is 
preempting state-level oversight through executive action and litigation while studying whether to 
add a pre-release security review for the most capable models; the United Nations has established 
two new global bodies; the Council of Europe’s binding AI treaty entered into force on November 
1, 2025; China has advanced its own framework for global AI governance; and the Vatican, under 
both Pope Francis and Pope Leo XIV, has continued a line of engagement with technology ethics 
that began in the 1990s and now extends into the highest form of papal magisterial teaching. These 
frameworks and the leaders who shape them may impact our future more profoundly than any prior 
technological revolution. 

Three developments in late May 2026 materially affect the picture and are reflected throughout this 
briefing. Pope Leo XIV published his first encyclical, Magnifica Humanitas, on the protection of human 
dignity in the age of artificial intelligence. A new Vatican Interdicasterial Commission on Artificial 
Intelligence, bringing together seven dicasteries and academies, was established by rescript. The 
Council of the European Union and the European Parliament reached a provisional agreement on the 
Digital Omnibus on AI, deferring high-risk AI obligations under the EU AI Act to December 2027 and 
August 2028. 

Still, no single framework fully answers the questions of what AI is for, who is accountable for its 
outcomes, or how its development should be evaluated against stakeholders’ long-term interests. 
Companies face overlapping and sometimes contradictory regimes across the EU, the U.S. federal 
and state levels, treaty, voluntary corporate, and standards-based layers. 

In this evolving landscape, voluntary frameworks continue to provide governance functions that 
formal law has not yet fully addressed. The Vatican framework contributes a distinct vocabulary, 
grounded in theological anthropology, that extends to substantive evaluation of AI products and 
corporate strategy in ways procedural regulation does not. 
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“We need informed critics 
who will tell the labs when 
we are failing, and moral 
voices that the incentives 
cannot bend.”  

CHRISTOPHER OLAH, CO-FOUNDER OF 
ANTHROPIC, AT THE LAUNCH OF M A G N I F I C A 
H U M A N I TA S , MAY 25, 2026. 
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1. Overview: The AI Governance Landscape 

AI governance accelerated significantly in 2025 
and continues to evolve rapidly in 2026. A May 
2026 mapping of frontier AI governance (Figure 
1) identifies six layers—federal, subnational, 
regional, national, multilateral, and corporate—
and reveals substantial gaps at every level. 

The frameworks now shaping AI governance 
emerged in three broad waves.  

The first was largely ethical and aspirational. It 
began in the 1990s with the Pontifical Academy 
for Life’s bioethics work and continued through 
the OECD AI Principles (2019), the Rome 
Call for AI Ethics (2020), and the UNESCO 
Recommendation on AI Ethics (2021). 

The second, spanning 2023 through 2024, 
established much of the technical and voluntary 
scaffolding that still underpins governance 
today, including the NIST AI Risk Management 
Framework, the White House voluntary 
commitments, the Frontier Model Forum, ISO/
IEC 42001, and the UK AI Safety (later Security) 
Institute. 

The third, beginning in late 2024, marks a shift 
from voluntary governance to binding law and 
institutionalization. This phase includes the 
EU AI Act, the Council of Europe Framework 
Convention, California SB 53, the UN bodies 
established by Resolution A/RES/79/325, 
China’s Global AI Governance Action Plan, the 
U.S. preemption executive order, and, in May 
2026, the Vatican’s Interdicasterial Commission 
on Artificial Intelligence and the encyclical 
Magnifica Humanitas. 
Figure 1 chronicles the principal developments 
in this sequence 

Figure 1: Chronology of Principal Frameworks 
and Events 

1994

May 2019

Feb 2020

Nov 2021

Jan 2023

Jul 2023

Oct 2023

Nov 2023

Dec 2023

Pontifical Academy for Life 
A Vatican body established for 
sustained engagement with bioethics 
and technology, which later includes AI �

OECD AI Principles 
Adopted by 47 jurisdictions; reference 
text for national strategies

Rome Call for AI Ethics 
Signed by Pontifical Academy for Life, 
Microsoft, IBM, FAO, Italian 
government; later corporate signatories 
include Cisco, Qualcomm, and 
Salesforce 

UNESCO Recommendation on AI 
Ethics 
Adopted by 193 UNESCO member 
states, the basis for over 70 national 
strategies 

NIST AI Risk Management Framework 
U.S. operational baseline; Generative AI 
Profile added March 2025; referenced 
by FTC, CFPB, FDA, SEC, EEOC 

White House Voluntary Commitments  
Sixteen signatories; a 2025 academic 
study found an average performance 
of 53%.

Frontier Model Forum 
Anthropic, Google, Microsoft, OpenAI, 
later Amazon and Meta 

G7 Hiroshima AI Process
International Code of Conduct for 
Advanced AI Systems 

ISO/IEC 42001 
First AI management system standard; 
growing Fortune 500 procurement 
adoption 

UK AI Safety (later Security) Institute 
Rebranded February 2025 to focus on 
security risks; voluntary engagement 
with frontier labs 
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Jul 2024

Aug 2024

Sep 2024

Jan 2025

May 2025

Jul 2025

Aug 2025

Sep 2025

Oct 2025

Dec 2025

Mar 2026

May 2026

EU AI Act enters into force 
Phased application through 2030; 
high-risk obligations deferred to 
December 2027 by the Digital Omnibus 
agreement of May 2026 

Antiqua et Nova 
117-paragraph note on AI and human 
intelligence issued by the Dicasteries for 
the Doctrine of the Faith and for Culture 
and Education 

Vatican Interdicasterial Commission and 
Magnifica Humanitas 
Rescript of May 12, 2026, establishes a 
seven-member Commission; encyclical 
published May 25, 2026, on the protection 
of human dignity in the age of AI. 

China Global AI Governance Action Plan 
13-point framework announced at 2025 
World AI Conference; proposes a global 
AI cooperation organization 

California SB 53 (TFAIA) 
First enforceable U.S. frontier-AI law; 
effective January 1, 2026 

U.S. Executive Order 14365 Establishes 
AI Litigation Task Force; federal 
preemption strategy against state AI laws 

Hiroshima signing of the Rome Call by 
eleven world religions 
Buddhist, Hindu, Islamic, Jewish, Catholic, 
Protestant, and Orthodox leaders sign at 
the AI Ethics for Peace conference, 
co-convened by the Vatican's 
RenAIssance Foundation, the Chief 
Rabbinate of Israel, and the Abu Dhabi 
Forum for Peace. 

Election of Pope Leo XIV 
Name chosen with reference to Leo XIII 
and Rerum Novarum; AI identified as a 
priority of the pontificate 

Council of Europe Framework 
Convention on AI 
Opened for signature September 5, 2024; 
entered into force November 1, 2025; Holy 
See among negotiating parties. 

UN AI bodies established 
General Assembly Resolution 
A/RES/79/325 creates the Independent 
International Scientific Panel on AI and the 
Global Dialogue on AI Governance. 

Joint Statement on Ethics and Artificial 
Intelligence (Rome) 
Christian and Jewish leaders sign in Rome 
at American Security Foundation summit; 
framed as a response to Pope Leo XIV's 
call for a "serene and informed 
conversation." 

Anthropic-Pentagon supply-chain risk 
dispute 
Pentagon designation challenged in two 
federal courts; preliminary injunction 
granted March 26, 2026 

Figure 1: Chronology of Principal Frameworks and Events (Continued)
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2. National and Supra-National Frameworks 
AI governance frameworks cannot be separated from ongoing strategic competition. The US and China compete 
for AI leadership, while the EU aims to remain a key player. Key plans, such as America’s AI Action Plan (July 
2025) and China’s Global AI Governance Action Plan (July 2025), treat AI as a strategic national asset to develop 
quickly, viewing regulatory hurdles as obstacles. Reconsideration of the US security review reflects capabilities 
that now challenge that view, but the competitive logic persists. 

That competitive logic remains in tension with the work of regulators, multilateral bodies, and faith communities, 
which are attempting to identify and manage risks that may arise as frontier capabilities advance, including 
the prospect of superintelligence in the coming years. The faster the race, the harder it becomes for any single 
jurisdiction to slow the pace of release for safety without forfeiting its position.  

The more frontier capabilities concentrate in a small number of firms operating under intense commercial and 
geopolitical pressure, the greater the weight on voluntary corporate restraint, which may not materialize given 
massive investments and upside opportunities. Investor engagement and the moral authority of institutions 
outside the race will define the broader framework for human dignity examined in this briefing. The national 
frameworks that follow should be read in light of this tension. 

EUROPEAN UNION: 

The AI Act and the Digital Omnibus 
The EU AI Act, the world’s first comprehensive AI law, 
entered into force on August 1, 2024, and will phase in 
through 2030. Prohibitions on certain AI practices and 
AI literacy obligations took effect on February 2, 2025. 
Governance rules and obligations for general-purpose 
AI models became applicable on August 2, 2025. 

On May 7, 2026, after a nine-hour trilogue, the 
EU Council and Parliament reached a provisional 
agreement on the Digital Omnibus on AI. The deal, 
following the April 28 trilogue collapse, sets new 
application dates: December 2, 2027, for high-risk 
AI systems under Annex III (biometrics, employment, 
education, law enforcement, critical infrastructure, 
border management), and August 2, 2028, for AI 
embedded in regulated products under Annex I. The 
Commission’s original conditional mechanism, under 
which a Commission decision on standards readiness 
would have triggered an application, has been 
replaced with fixed dates.1 

The agreement also adds, at the trilogue stage, a new 
Article 5 prohibition on AI systems generating child 
sexual abuse material or non-consensual intimate 
imagery, with companies given until December 2026 
to comply. Watermarking obligations for AI-generated 
content under Article 50(2) take effect at the same 
time. The Council and Parliament have indicated 
their intent to formally adopt the package before the 
original August application date. 

UNITED STATES: 

Deregulation, Preemption, and Safety 
Reconsidered 
The U.S. federal approach has shifted under the 
Trump administration toward deregulation and 
preemption of state law. On December 11, 2025, 
President Trump signed Executive Order 14365, 
“Ensuring a National Policy Framework for Artificial 
Intelligence.” The order establishes a federal policy to 
sustain American AI dominance through a “minimally 
burdensome, uniform national policy framework for 
AI.”2 

The order has two parts: agency action and 
litigation challenging current and future state laws. 
It establishes an AI Litigation Task Force at the 
Department of Justice, directs the FCC to consider 
a federal reporting standard that would preempt 
conflicting state laws, instructs the FTC to clarify 
that state laws requiring changes to AI output are 
preempted by the FTC Act, and ties Broadband Equity 
funding to states’ regulatory stance.3 

The carve-outs in the order outline the contours of 
any future federal framework: ensure that children are 
protected, censorship is prevented, copyrights are 
respected, and communities are safeguarded; it would 
not preempt state AI laws on child safety, AI compute 
and data center infrastructure, or state government 
procurement of AI. As counsel at the law firm Paul 
Hastings has noted, the executive order itself cannot 
override existing state law, as only Congress or the 
courts can. Companies must continue to comply with 
state AI laws in the interim. 

1 Artificial Intelligence: Council and Parliament Agree to Simplify and Streamline Rules | Council of the EU, May 2026
2, 3 Eliminating State Law Obstruction of National Artificial Intelligence Policy | White House, December 2025

https://www.consilium.europa.eu/en/press/press-releases/2026/05/07/artificial-intelligence-council-and-parliament-agree-to-simplify-and-streamline-rules/
https://www.whitehouse.gov/presidential-actions/2025/12/eliminating-state-law-obstruction-of-national-artificial-intelligence-policy/
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In May 2026, the administration’s posture on AI safety 
appeared to shift. Following Anthropic’s April release 
of its next-generation “Mythos” model, which the 
company described as significantly more capable 
for cyber-offensive applications, the White House 
began studying a new executive order to establish a 
voluntary pre-release framework for the most capable 
AI models. In describing the Trump administration’s 
plans to Fox Business, Kevin Hassett, director of 
the National Economic Council, called the proposed 
executive order “a clear road map” detailing how 
AI develops and how potential vulnerabilities are 
evaluated to ensure new AI capabilities are “released 
in the wild after they’ve been proven safe, just like an 
FDA drug.”4 

Multiple outlets, including Axios, Federal News 
Network, and CSO Online, reported that the order 
seeks early government access to frontier models 
and aims to strengthen cybersecurity before public 
release. White House Chief of Staff Susie Wiles 
clarified that the administration was “not in the 
business of picking winners and losers,” while 
Anthropic has been briefing the Cybersecurity and 
Infrastructure Security Agency, the Commerce 
Department, and others on Mythos Preview.5 

The reconsideration marks a partial return to the 
safety-oriented oversight approach the administration 
had previously abandoned and signals that, even 
within a broadly deregulatory federal stance, there 
is renewed willingness to act when models cross a 
perceived national-security threshold. 

A parallel federal dispute arose over the use of 
military AI. In February 2026, the Trump administration 
ordered agencies to stop using Anthropic’s AI. 
In March 2026, the Pentagon labeled Anthropic 
a “supply chain risk,” a designation historically 
reserved for firms with ties to foreign adversaries. 
Anthropic filed two federal lawsuits on March 9, 2026, 
challenging the designation. On March 26, 2026, a 
federal judge in San Francisco granted a preliminary 
injunction. The conflict centers on Anthropic’s refusal 
to allow its Claude model for lethal autonomous 
warfare and mass surveillance of Americans, a stance 
linked to the May 25 Vatican encyclical launch in 
Section 8.6 

UNITED KINGDOM: 

From Safety to Security 
In February 2025, the UK rebranded the AI Safety 
Institute as the AI Security Institute, emphasizing 
national security and risks such as cyberattacks 
and weapons development. The pivot, announced 
by Technology Secretary Peter Kyle at the Munich 
Security Conference, was followed in June 2025 by 
the U.S. renaming its AI Safety Institute the “Center 
for AI Standards and Innovation” (CAISI). Both 
countries now focus on security risks. Critics say 
this sidelines ethics, bias, and rights, while these 
governments claim it reflects current threats and 
aligns with G7 efforts.7 

CHINA: 

A Distinct Governance Track 
China has established its own AI governance, visible 
both domestically and internationally. The 2025 
World Artificial Intelligence Conference and High-
Level Meeting on Global AI Governance in Shanghai 
served as the principal venue. Premier Li Qiang 
used the conference’s opening to call for the early 
formation of a global framework and rules with broad 
consensus to guide AI development and use, and 
to propose creating a new global AI cooperation 
organization to coordinate international collaboration, 
share China’s AI advances, complement the work 
of the United Nations, and, in Beijing’s framing, 
prevent monopolistic control by a few countries or 
corporations. 

Alongside the conference, China’s Ministry of Foreign 
Affairs released the 13-point Global AI Governance 
Action Plan, aimed at unleashing AI’s potential 
while ensuring safety, reliability, controllability, and 
fairness. Building on Xi Jinping’s October 2023 
initiative, the plan focuses on universality, innovation, 
and joint governance, covering infrastructure, 
sectoral applications, data security, the ecosystem, 
sustainability, and international cooperation. The plan 
followed the U.S. publication of “America’s AI Action 
Plan” on July 23, 2025, signaling a strategic dialogue 
on AI norms.8

4, 5 Trump Administration Embraces AI Oversight Policies It Once Rejected | Fortune, May 2026
6 Anthropic Seeks Appeals Court Stay of Pentagon Supply-Chain Risk Designation | Reuters, March 2026
7 The UK still lacks cross-economy AI law. A proposed AI Growth Lab consultation, with cross-economy regulatory sandboxes, opened in 
October 2025, and statutory legislation is expected in 2026.
8 Global AI Governance Action Plan | Ministry of Foreign Affairs, People’s Republic of China, July 2025

https://fortune.com/2026/05/06/trump-administration-embraces-ai-oversight-policies-it-once-rejected-anthropic-mythos-caisi/
https://finance.yahoo.com/news/anthropic-seeks-court-stay-pentagon-044211962.html
https://www.mfa.gov.cn/eng/xw/zyxw/202507/t20250729_11679232.html
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Domestically, the State Council’s AI Plus Action Plan, 
issued in August 2025, sets concrete AI penetration 
targets: 70% in key sectors by 2027, 90% by 
2030, and a fully AI-powered economy by 2035. 
The plan prioritizes six application areas: science 
and technology, industrial applications, consumer 
services, public welfare, governance and security, and 
international collaboration.  

3. Sub-National: California and the State Patchwork 
Within the United States, California has taken the lead in regulation. On September 29, 2025, Governor Gavin 
Newsom signed SB 53, the Transparency in Frontier Artificial Intelligence Act, the first enforceable U.S. statute 
targeting the most advanced AI systems. 

Narrower than its vetoed predecessor, SB 1047, SB 53 applies only to “frontier” models trained with a computing 
threshold of more than 1026 floating-point operations (FLOPs).9 It requires large frontier developers to publish 
annual frontier AI frameworks, issue transparency reports detailing model capabilities and limitations, and report 
critical safety incidents to the California Office of Emergency Services. Safety frameworks must be posted 
publicly rather than submitted privately to regulators.10 

California is not the only state acting. Colorado’s AI Act takes effect on June 30, 2026; Texas’s Responsible AI 
Governance Act and Utah’s AI Policy Act are already in effect. New York’s RAISE Act is pending. This patchwork 
of statutes is what the December 2025 federal executive order aims to dismantle. 

China has advanced sector-specific AI rules, including 
draft ethics and labeling issued in 2025, as part of 
a growing regulatory landscape since 2021. For 
investors, this shifts global governance from “EU 
rules, U.S. preemption, and everyone else” to China 
actively shaping multilateral governance through 
a clear framework, action plan, and institutional 
proposal.

4. Multilateral and Treaty-Based Frameworks 
The United Nations: Two New Bodies 
On August 26, 2025, the UN General Assembly 
adopted Resolution A/RES/79/325, establishing 
two new mechanisms: an Independent International 
Scientific Panel on AI, composed of about forty 
experts, and a Global Dialogue on AI Governance, 
which will convene annually. The Scientific Panel 
produces evidence-based assessments to inform 
policymaking. The Global Dialogue brings all 193 UN 
member states together on AI governance.11 

Structural concerns about the process have been 
documented. Over eight months of negotiations, civil 
society, academia, industry, and communities most 
affected by AI were invited only twice, for a couple 
of hours each time, while the rest of the process 
took place in closed, government-only consultations. 
Capacity gaps between developed and developing 
nations were noted but deferred to future work. 

Council of Europe Framework Convention 
The Council of Europe Framework Convention on 
Artificial Intelligence and Human Rights, Democracy 
and the Rule of Law was opened for signature 
on September 5, 2024, and entered into force on 
November 1, 2025, after ratification by the UK, 
France, Norway, and others. It was signed by 
countries including the EU and the U.S., and is the 
first binding international agreement on AI, designed 
to safeguard human rights and democratic values 
while complementing the EU AI Act.12 

9 1026 floating-point operations denotes a metric of total computational work equivalent to 100 septillion math calculations involving fractional 
numbers.
10 What is California’s AI Safety Law? | Brookings Institution, December 2025
11 UN General Assembly Adopts Terms of Reference for AI Scientific Panel and Global Dialogue on AI Governance | Digital Watch 
Observatory, August 2025
12 The negotiating parties of the framework convention included the EU, other Council of Europe member states, the Holy See, the United 
States, Canada, Mexico, Japan, Israel, Australia, Argentina, Peru, Uruguay, and Costa Rica.

https://www.brookings.edu/articles/what-is-californias-ai-safety-law/
https://dig.watch/updates/un-general-assembly-adopts-terms-of-reference-for-ai-scientific-panel-and-global-dialogue-on-ai-governance
https://dig.watch/updates/un-general-assembly-adopts-terms-of-reference-for-ai-scientific-panel-and-global-dialogue-on-ai-governance
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5. Standards and Voluntary Corporate Frameworks 
NIST AI Risk Management Framework 
The U.S. National Institute of Standards and 
Technology (NIST) AI Risk Management Framework, 
released in January 2023 and updated repeatedly 
since, has become the operational baseline for U.S. 
corporate AI governance. In practice, its voluntary 
status is qualified because the FTC, CFPB, FDA, SEC, 
and EEOC all reference NIST AI RMF principles in 
their enforcement guidance. The March 2025 update 
added a Generative AI Profile addressing supply-chain 
and third-party model risks. A Critical Infrastructure 
Profile concept note was released on April 7, 2026, 
and an AI Agent Interoperability Profile is planned for 
late 2026 under the renamed Center for AI Standards 
and Innovation. 

ISO/IEC 42001 
ISO/IEC 42001, published in December 2023, is 
the first international management system standard 
for AI. According to a 2026 Gartner survey, 83% 
of Fortune 500 procurement teams plan to require 
technology vendors to align with ISO 42001 by 2027.13 
The standard provides governance scaffolding for 
accountability, transparency, and risk management, 
aligning with EU AI Act Article 17 obligations and 
U.S. state AI statutes. Microsoft, among other major 
providers, has pursued ISO 42001 certification. 

White House Voluntary Commitments and 
the Frontier Model Forum 
The July 2023 White House voluntary commitments, 
initially signed by seven leading AI companies (later 
expanded to sixteen), have served for two years 
as a proto-statute in U.S. AI policy discourse. A 
2025 academic study evaluated signatories against 
their commitments and found an average score of 
53% across companies. The Frontier Model Forum, 
established in 2023 by Anthropic, Google, Microsoft, 
and OpenAI and later joined by Amazon and Meta, 
serves as an industry coordinating body for safety 
research and best-practice development. 

World Benchmarking Alliance: Collective 
Impact Coalition for Ethical AI 
Investor coalitions are a key part of voluntary AI 
governance, alongside corporate commitments 
and industry bodies. The largest is the World 
Benchmarking Alliance Collective Impact Coalition for 
Ethical AI (AI CIC), launched in September 2022. Led 
by WBA, Fidelity International, Boston Common Asset 
Management, Candriam, and Amundi, the AI CIC 
has grown to 64 investors with $11.3 trillion in assets 
and has engaged 81 leading tech companies on 
responsible AI. Its December 2025 report, “Plugging 
the AI Transparency Gap,” showed a 58% increase 
in responsible AI policy adoption amid persistent 
gaps, especially among U.S. hyperscalers. The AI 
CIC received the 2025 PRI Award and the 2025 ICGN 
Excellence in Stewardship Award.14 

6. Non-Profit and Research Frameworks 
Nonprofit and research organizations such as the Brookings Institution, Carnegie Endowment, RAND, AI Now 
Institute, Future of Privacy Forum, and the Center for AI and Digital Policy have developed substantial analytical 
infrastructure. A 2025 RAND analysis examined seven U.S. compliance frameworks across industries including 
nuclear and healthcare to identify AI governance models. The Stanford AI Index, used by the California Joint 
Policy Working Group behind SB 53, provides an empirical baseline for many proposals. 

UNESCO’s Recommendation on the Ethics of Artificial Intelligence (2021), adopted as a basis for national 
strategies in more than 70 countries, remains the most widely accepted soft-law human-rights instrument for AI. 
UNESCO also operates a Business Council on the Ethics of AI to engage the private sector. 

13 ISO 42001 Is Redefining AI Governance in 2026 — Here’s What Every Enterprise Must Know | AI Governance Today, March 2026
14 Plugging the AI Transparency Gap: Collective Impact Coalition for Ethical AI 2025 Progress Report | World Benchmarking Alliance, 
December 2025

https://www.aigovernancetoday.com/news/iso-42001-redefining-ai-governance-2026
https://www.worldbenchmarkingalliance.org/latest/plugging-ai-transparency-gap-collective-impact-coalition-ethical-ai-2025-progress-report
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Broader Christian Engagement 
At its 81st General Convention in June 2024, the 
Episcopal Church (USA) approved two resolutions 
on AI. Resolution D020 established a twelve-
member Task Force on Artificial Intelligence, funded 
at $50,000, to develop guidance on generative AI 
in sermons, liturgy, hiring, and copyright misuse, 
and to report to the 82nd Convention. Resolution 
D017 urged AI companies to set transparent ethical 
guidelines, include safety measures, and conduct 
ongoing reviews, with the Committee on Corporate 
Social Responsibility engaging relevant firms in the 
Church’s investment portfolio. Section 9 discusses 
this investment engagement. 

The Church of England moved along a parallel track. 
In February 2024, the General Synod approved a 
motion that emphasized the vital role of work in 
human dignity amid developments in AI and endorsed 
the Rome Call for AI Ethics. Archbishop Justin Welby 
proposed the amendment and, in April 2024, signed 
the Rome Call on behalf of the Church of England. 
The church’s focus has been on labor and economic 
justice, with Bishop Steven Croft, the AI lead, 
highlighting the often unseen “ghost work” behind 
AI systems, complementing Rome’s anthropological 
approach. 

The Southern Baptist Convention’s Ethics & 
Religious Liberty Commission published “Artificial 
Intelligence: An Evangelical Statement of Principles” 
in 2019, signed by evangelical leaders. At its 2023 
annual meeting in New Orleans, the Convention 
adopted a resolution, “On Artificial Intelligence 
and Emerging Technologies,” regarded as the first 
such denominational statement, urging responsible 
development and regulation with human dignity at 
the core. Dignity is grounded in the imago Dei, the 
belief that humans are made in God’s image, making it 
intrinsic rather than dependent on capability or output. 
This parallels Catholic anthropological views and 
aligns with the reasoning in Section 9 of this briefing. 

On October 22-23, 2025, at a Rome summit convened 
by the American Security Foundation, Christian 
and Jewish leaders signed a Joint Statement on 
Ethics and AI. Responding to Pope Leo XIV’s call 
for an informed chat on AI, the statement outlined 
six principles: accuracy, transparency, privacy, 
security, human dignity, and the common good. 
Signatories included Walter Kim, Johnnie Moore, 
Gabriel Salguero, Micah Goodman, Rabbi David 
Bashevkin, and Kristine Torjesen. The statement urged 
independent AI evaluation, safeguards for vulnerable 
groups, and vigilance to prevent AI from replacing 
human judgment where it’s inappropriate.16 

Islamic Finance and Buddhist 
Frameworks 
A new engagement strand has emerged from Islamic 
finance. A 2025 policy paper for AAOIFI and the 
Islamic Financial Services Board (IFSB) proposes a 
Shariah governance standard for generative AI using 
a dual-board model: a Shariah Supervisory Board for 
doctrinal questions and an AI Governance Committee 
for technical implementation. It maps the AI lifecycle 
to maqasid al-Shariah, the higher objectives of Islamic 
law. It is the only strand surveyed that is operational 
rather than aspirational, resembling NIST or ISO/IEC 
42001 more than a doctrinal note. 

Buddhist and contemplative engagement has largely 
been convened through the Mind & Life Institute. Mind 
& Life Dialogue XXXIX, held in Dharamsala in October 
2025 with the theme “Minds, AI and Ethics,” brought 
scientists, AI researchers, and Buddhist scholars 
together with the Dalai Lama for ongoing dialogue. 
The output is conversational and conceptual rather 
than governance-focused, but it contributes to the 
broader interfaith landscape. 

7. Faith-Based Frameworks 
The Rome Call for AI Ethics, signed on February 28, 2020, by the Pontifical Academy for Life, Microsoft, IBM, 
the UN Food and Agriculture Organization, and the Italian government, established six “algor-ethics” principles: 
transparency, inclusion, responsibility, impartiality, reliability, and security and privacy.15 

Since 2020, the Rome Call has expanded to include Cisco in 2024, Qualcomm in June 2025, and Salesforce 
in October 2025. It was signed in Hiroshima in July 2024 by leaders of eleven religions, following earlier 
endorsements from Israel’s Chief Rabbinate and the Abu Dhabi Forum for Peace. The Call now has support from 
Buddhist, Hindu, Islamic, Jewish, Catholic, Protestant, and Orthodox traditions. 

15 The Call for AI Ethics | Rome Call, February 2020
16 Message of the Holy Father to Participants in the Second Annual Conference on Artificial Intelligence, Ethics, and Corporate Governance | 
Vatican, June 2025

https://www.romecall.org/the-call/
https://www.vatican.va/content/leo-xiv/en/messages/pont-messages/2025/documents/20250617-messaggio-ia.html
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May 2026 Developments 
On May 12, 2026, Pope Leo XIV approved, 
by rescript, the creation of an Interdicasterial 
Commission on Artificial Intelligence, signed by 
Cardinal Michael Czerny and released on May 16, 
2026. The Commission includes representatives from 
seven Vatican bodies: the Dicastery for Promoting 
Integral Human Development, the Dicastery for the 
Doctrine of the Faith, the Dicastery for Culture and 
Education, the Dicastery for Communication, the 
Pontifical Academy for Life, the Pontifical Academy 
of Sciences, and the Pontifical Academy of Social 
Sciences. The Dicastery for Promoting Integral Human 
Development will coordinate the Commission’s 
work for its first year. Established under Article 28 
of Praedicate Evangelium, the framework allows 
the head of a dicastery to create interdicasterial 
commissions on issues requiring “mutual and frequent 
consultation.” The Commission also oversees AI 
policies within the Holy See.17 

On May 25, 2026, Pope Leo XIV issued Magnifica 
Humanitas. The encyclical addresses AI in relation to 
human dignity, labor, charity, economic inequality, and 
the integrity of human creativity. Magnifica Humanitas 
was signed on May 15, 2026, the 135th anniversary of 
Rerum Novarum, Pope Leo XIII’s 1891 encyclical that 
established modern Catholic social teaching on labor 
during the Industrial Revolution; the date links the new 
encyclical to that tradition.

8. The Vatican Framework 
The Catholic Church’s institutional engagement with the ethics of technology, computing, and biotechnology 
has been continuous for several decades. The Pontifical Academy for Life was established in 1994. Vatican 
officials, working with technical experts, examined AI ahead of the current public debate. The Rome Call for AI 
Ethics, issued in February 2020, preceded most national AI laws and the major standards now in use. With the 
institutional and magisterial developments of May 2026, the framework now extends across three integrated 
layers: a permanent coordinating commission, a doctrinal note, and an encyclical. 

17 Apostolic Constitution Praedicate Evangelium | Vatican, March 2022

https://www.vatican.va/content/francesco/en/apost_constitutions/documents/20220319-costituzione-ap-praedicate-evangelium.html
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9. Implications for Investors and Stakeholders 
The earlier discussion of fragmentation frames how investors and stakeholder advocates interact with AI 
developers and deploying corporations. Standards such as the EU AI Act, California SB 53, NIST, and ISO/IEC 
42001 each address different questions related to compliance and risk management. However, none assess 
whether the AI aligns with the company’s mission or stakeholders’ long-term interests. 

Secular Frameworks and 
the Vatican Contribution:                                          
A Complementary Relationship 
The secular frameworks surveyed in this briefing share 
a common structure. The EU AI Act categorizes risk 
levels and sets obligations accordingly. California SB 
53 requires the publication of frontier-AI frameworks, 
transparency reports, and incident disclosures. The 
NIST AI Risk Management Framework provides 
operational processes to meet these obligations. ISO/
IEC 42001 establishes accountability for management 
systems. The Council of Europe Framework 
Convention imposes binding human rights obligations 
on AI. China’s AI governance plans aim to meet 
national targets and propose a multilateral framework. 
The U.S. views safety primarily as cybersecurity and 
security review before release. All these frameworks 
focus on the procedural conditions for developing 
and deploying AI but do not address its purpose, the 
dignity it should serve, or its impact on human work, 
family, civic life, and youth development. 

The Vatican framework complements, rather than 
competes with, secular architecture. It does not 
replace the EU AI Act, SB 53, NIST, ISO 42001, 
the Council of Europe Convention, or emerging 
U.S. and Chinese frameworks. Rather, it offers a 
valuable evaluative criterion rooted in the theological 
anthropology of the human, filling gaps in procedural 
frameworks.  

With the publication of Magnifica Humanitas and the 
establishment of the Interdicasterial Commission 
on Artificial Intelligence, the Vatican framework now 
comprises three integrated elements: the doctrinal 
note Antiqua et Nova, which sets out the theological 
anthropology; the encyclical Magnifica Humanitas, 
which places that anthropology within Catholic social 
teaching at the highest level of magisterial authority; 
and the Interdicasterial Commission, which provides 
a permanent institutional structure for ongoing 
engagement. The six themes outlined in Section 8 
translate into the following lenses for engagement: 

•	 Integral human development—a test of whether 
an AI product line serves stakeholders. 

•	 The intelligence and data-access distinction—a 
check on overclaims in product marketing and 
investor communications. 

•	 Developmental concerns for children—a frame 
for evaluating companion-AI, social-media, and 
EdTech investments. 

•	 Concentration of power—a structural-risk lens 
that complements antitrust analysis. 

•	 Lethal autonomous weapons—an ethical 
reference for portfolio-company engagement. 

•	 Worker dignity and algor-ethics—a labor-impact 
dimension underspecified by mainstream ESG 
frameworks. 

These lenses are not limited to Catholic engagement. 
The Section 7 review of faith-based frameworks 
shows significant overlap: the Southern Baptist 
Convention’s 2023 resolution and the 2019 ERLC 
statement ground dignity in the imago Dei, aligning 
with Catholic views; the Church of England’s 2024 
Synod motion and Bishop Steven Croft’s emphasis 
on hidden human labor extend to economic justice in 
the AI supply chain; the October 2025 Joint Statement 
on Ethics and AI aligns with similar principles across 
faiths; and Islamic finance is developing governance 
through AAOIFI and IFSB. Notably, the Episcopal 
Church’s June 2024 Resolution D017 goes further 
by instructing its investment committee to engage 
companies on AI ethics, making it a close analog to 
the investor engagement framework discussed in this 
briefing. 

“The question is not merely what AI can 
do, but who we are becoming through 
the technologies we build.” 

- Taylor Black, AI executive at Microsoft 
and founding director of the Leonum 
Institute for AI and Emerging Technology. 
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AI Risk and Opportunity Transmission Across the Economy 
The regulatory focus outlined thus far primarily concerns companies developing AI. Still, investors have a 
broader view, as AI risks and opportunities affect every sector, from financial services and healthcare to 
manufacturing, retail, energy, education, and public services.  

Nearly every company in a diversified portfolio has significant AI exposure through products, usage, supply 
chain, or competition. Investors are exposed even if they don’t hold stock in major hyperscalers, which 
concentrate but don’t encompass all AI exposure.  

18 The All Material Risk Investment System (AMRIS) is a proprietary set of investment management tools that uses company regulatory filings 
to understand the current disclosed risk-landscape, and how that landscape may affect firm value.

Data from Boston Common’s All Material Risk Investment System (AMRIS) shows that AI-related risk disclosures 
across listed companies from 2018 to 2022 remained low and flat. Starting in 2023, disclosures surged across 
nearly every category, especially for legal, regulatory, and ethical risks; governance failures; system outages; 
oversight issues; and fines. This shift represents a substantial volume increase, aligning with engagement 
themes in Section 8.18 

Investors need tools that scale across their entire portfolio to measure and manage AI exposure, not just among 
leading AI developers. The tools, evaluative criteria, and compliance regimes discussed can be applied broadly 
across sectors, including financial services, healthcare, defense, retail, and infrastructure. The same gap-
detection method used for hyperscalers can be adapted to these sectors.  
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Building Toward Human Flourishing 
The lenses above focus on risk but also highlight opportunities to create a world 
where human flourishing is more possible. When used carefully, AI can extend 
human reach in areas like medicine, education, work, science, and support for 
older people. 

In medicine, AI accelerates discovery and brings expert judgment to 
underserved communities. 

In education, personalized systems cater to each child’s curiosity and free 
teachers to focus on uniquely human aspects. 

In the workplace, AI improves productivity across all levels. 

Scientific progress accelerates, with impacts on climate, food, and health. 

AI companions help older and isolated people regain capabilities and 
connection. 

For families, AI reduces practical burdens, allowing more time for 
relationships. 

None of this is automatic. Technology that extends human capability can also 
substitute for it; systems that include can exclude; productivity gains that are 
shared can be captured by a few incumbents. The lenses in Section 8 and the 
engagement approach this briefing supports are practical ways to make better 
outcomes more likely. They create conditions in which AI serves as a tool for 
human flourishing rather than a hindrance to it. 

For investors, financial value is linked to companies that build AI that supports 
human capability, protects children and families, supports democracy, and 
shares productivity gains. Such companies strengthen their social license to 
operate, build trust, and are positioned for strong long-term returns. Investor 
coalitions, faith-based frameworks, and compliance regimes help identify, 
measure, and engage with these companies. Effective coordination of these 
efforts advances the next phase of AI investor engagement, helping build the 
world Magnifica Humanitas envisions instead of the one it warns against.  

16 Boston Common Asset Management
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“Progress must protect 
dignity. Intelligence must 
not replace compassion.”
POPE LEO XIV, M A G N I F I C A  H U M A N I TA S  
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Principal sources informing this briefing include: 
The European Commission's Shaping Europe's Digital Future portal; 

The Council of the European Union (Digital Omnibus on AI provisional agreement, May 7, 2026); 

The U.S. White House (Executive Order 14365, December 11, 2025; 

Reporting on the prospective AI safety executive order, May 2026); 

The Office of Governor Gavin Newsom (SB 53 signing materials); 

Brookings Institution and Carnegie Endowment analyses of SB 53; 

The UK AI Security Institute; 

The UN General Assembly (Resolution A/RES/79/325) and UN News; 

The Council of Europe (CETS No. 225); 

The Chinese Ministry of Foreign Affairs (Global AI Governance Action Plan, July 26, 2025) and the State Council (AI Plus Action Plan, August 
27, 2025); 

NIST (AI Risk Management Framework and updates); 

ISO/IEC 42001:2023; 

UNESCO and Thomson Reuters Foundation, "Responsible AI in Practice" (2026); World Benchmarking Alliance, "Plugging the AI 
Transparency Gap: Collective Impact Coalition for Ethical AI 2025 Progress Report" (December 2025); 

Sociovestix Labs, AMRIS dataset on AI risk exposure across listed companies (2018-2025); 

Vatican documents (Antiqua et Nova, January 28, 2025; 

Rescript establishing the Interdicasterial Commission on AI, May 12, 2026; 

Magnifica Humanitas, May 25, 2026; 

Pope Leo XIV messages of June 2025, July 2025, November 2025, and January 2026); 

The Rome Call for AI Ethics; remarks of Christopher Olah, Anthropic, at the launch of Magnifica Humanitas (Vatican Synod Hall, May 25, 
2026); 

The Episcopal Church (Resolutions D017 and D020 of the 81st General Convention, June 2024); 

The Church of England (General Synod motion on AI, February 2024; 

Archbishop Welby's endorsement of the Rome Call, April 2024); 

The Southern Baptist Convention's Ethics & Religious Liberty Commission ("Artificial Intelligence: An Evangelical Statement of Principles," 
2019; 

SBC resolution "On Artificial Intelligence and Emerging Technologies," June 2023); 

The Joint Statement on Ethics and Artificial Intelligence (Rome, October 22 and 23, 2025); 

The 2025 conceptual paper on Shariah governance of generative AI prepared for AAOIFI and IFSB; 

The Mind & Life Institute (Dialogue XXXIX, Dharamsala, October 2025); 

Legal alerts from DLA Piper, Paul Hastings, Sidley Austin, White & Case, Wiley, Latham & Watkins, Ropes & Gray, Bird & Bird, Mayer Brown, 
and Orrick; 

Coverage from the Financial Times, Reuters, the New York Times, the Washington Post, the Associated Press, NBC News, CNN Business, 
CNBC, PBS NewsHour, NPR, Fortune, Axios, Federal News Network, CSO Online, OSV News, Catholic News Agency, USCCB News, 
Vatican News, National Catholic Reporter, and America Magazine. 



June 2026 19

Contributors:
Co-Author: John Streur, Senior Managing Director

Co-Author: Tim Nixon, Senior Advisor

Report Editor: Kev Hart, Director of Marketing and Communications

Lead Designer: Mimi Vo, Marketing Analyst

About Boston Common Asset Management
Boston Common Asset Management (BCAM) is an active global equity manager focused on delivering 
competitive long-term investment performance across U.S., emerging, and international equities. The firm 
combines rigorous risk analysis with sustainability-informed research and managed $4.7 billion in assets as of 
March 31, 2026.

All Material Risk Investment System (AMRIS)
The AMRIS platform applies financial-data-science methodologies to corporate risk filings to identify, classify, 
and engage on disclosed material risks at scale. AMRIS strategies are deployed across faith-based and mission 
driven portfolios, including Catholic Equity strategies, and provide the analytical foundation for the engagement 
framework articulated in this paper.
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herein. Past performance does not guarantee future results. All investments involve risk, including the risk of loss 
of principal.
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