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Author's Note 
On 15 May 2026 — the 135th anniversary of  Leo XIII’s Rerum Novarum — Pope Leo XIV signed 
Magnifica Humanitas, the first encyclical of  his pontificate and the first dedicated substantially to artificial 
intelligence; the Holy See published it on 25 May. This paper was drafted before its release and has 
been revised in its light. The encyclical does not displace the prior magisterial tradition on which this 
paper draws — Antiqua et Nova, Laudato Si’, Mensuram Bonam, and the Rome Call for AI Ethics remain 
operative — but gathers and extends that tradition into a single social teaching for the age of  artificial 
intelligence, organized around the choice it places at its center: whether humanity will construct “a new 
Tower of  Babel” or “build the city in which God and humanity dwell together” (Magnifica Humanitas 
§1). Where this paper cites the prior tradition, it cites the foundation the encyclical now gathers under a 
single authoritative teaching; where Magnifica Humanitas speaks directly to a question, its word governs 
the analysis. The paper takes its title from the encyclical’s summons to be “builders of  communion, 
rather than architects of  Babel” (Magnifica Humanitas §16) — a work it asks of  those who finance the 
technology no less than of  those who design it. The analysis that follows applies that teaching to the 
engagement choices facing Catholic institutional investors. 

While corporations create value within society, industrial and technological progress is inherently 
neutral – capable of  both supporting and impairing human flourishing. A company’s social license to 
operate depends on how effectively it mitigates the societal harms that accompany its business activities. 
Regulatory bodies also exist to measure and enforce that expectation, but two millennia of  Christian 
theology offer corporate leaders, investors, and policymakers something those frameworks cannot: a 
stable account of  the human person against which unprecedented technological change can be assessed. 

Corporate risk filings offer an increasingly disciplined source of  evidence for shareholders examining 
how companies govern emerging technologies. Every year, thousands of  regulatory disclosures — from 
10-Ks to IFRS filings — describe corporate vulnerabilities in legally mandated detail. Where artificial 
intelligence is concerned, those filings are now substantial. Companies disclose litigation risk, regulatory 
exposure, business-model dependency on data of  minors, contractual obligations to government 
customers, and a growing list of  operational concerns tied directly to AI deployment. 

Boston Common Asset Management’s All Material Risk Investment System (AMRIS) platform is built 
to identify, classify, and engage on these disclosed risks at scale. The framework is deliberately fiduciary. 
We do not ask companies to address novel concerns; rather, we engage corporate leaders on how they 
govern the risks they disclose as material to shareholder value. 

This paper applies that disciplined approach to a different audience and evidence base. It examines 
what Catholic social teaching has held about the relationship between human dignity and technologies 
of  power — and what those teachings imply for the engagement choices facing Catholic institutional 
investors holding equity in firms that develop, deploy, and benefit from artificial intelligence. 

Boston Common Asset Management, June 2026 
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Executive Summary 
Core Objective.  To provide Catholic institutional investors with a rigorous, fiduciary framework 
to operationalize Catholic Social Teaching (CST) and Pope Leo XIV’s landmark encyclical, Magnifica 
Humanitas, across global equity portfolios through active shareholder engagement rather than passive 
divestment.

I. The Foundational Thesis: Dignity as a Fiduciary Category
The rapid commercial deployment of Artificial Intelligence is no longer just a technical milestone; it is a 
profound sociological transformation. While regulatory frameworks struggle to keep pace, the Catholic 
theological tradition offers a stable, 2,000-year-old account of the human person to assess this change.

Using Boston Common’s All Material Risk Investment Strategies (AMRIS) platform, this framework 
establishes a critical structural finding: secular corporations are now legally disclosing ethical, human-
rights, and algorithmic risks as material threats to shareholder value. By mapping these SEC disclosures 
directly to magisterial doctrine — such as Antiqua et Nova (2025) and Magnifica Humanitas (2026) — we 
translate the moral vocabulary of the Church into the operational language of corporate boardrooms.

II. The Four Core Doctrinal Dilemmas
The white paper identifies four structural boundaries where corporate AI deployment intersects with 
Catholic anthropology, backed by explicit corporate risk admissions:

DILEMMA 1 — THE DIGNITY OF WORK 
WHEN WORK IS AUTOMATED

Doctrinal Anchor.  Laborem Exercens (the worker 
as the active subject, not an object, of  labor).

Corporate Evidence.  Workday Inc. (FY26 
10-K) explicitly discloses that its agentic AI
products could “impact human, civil, privacy,
or employment rights and dignities.” This legal
acknowledgment bridges fiduciary risk directly
with the imago Dei. JPMorgan Chase similarly flags
AI workforce displacement as a material labor risk
affecting employee retention.

DILEMMA 2 — THE IMAGE OF GOD IN AN 
AGE OF SYNTHETIC PERSONS

Doctrinal Anchor.  Dignitas Infinita (the ontological 
dignity of  the vulnerable) and Matthew 18:6 (the 
sacred trust of  protecting minors).

Corporate Evidence.  Meta Platforms and Snap 
Inc. disclose intensive federal, Congressional, and 
FTC scrutiny regarding the psychological impacts 
of  AI chatbots on teens. Concurrently, Universal 
Music Group is actively lobbying for a federal 
“right of  publicity” to prevent generative AI from 
replicating human voice and likeness without 
consent — aligning with the defense of  unique 
human identity.
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III. The Strategic Mandate: The Nehemiah Framework         
(Engagement and Its Limits)
Magnifica Humanitas explicitly charges scientists, business owners, and investors with shared moral 
responsibility (§209). In alignment with Pope Leo XIV’s metaphor, this framework’s primary posture 
is engagement rather than reflexive divestment from the technology hyperscalers: to walk away from 
the broad set of  firms shaping AI is to leave the construction sites of  history unguided. For that broad 
majority, Catholic institutional investors leverage their equity ownership to enter the boardroom, using 
companies’ own risk disclosures to enforce:

1.	 Algorithmic Transparency.  Requiring companies to back their public ethical pledges (such as the 	
Vatican’s Rome Call for AI Ethics) with audit evidence.

2.	 Human-in-the-Loop Architecture.  Demanding that clinical diagnostic chains, employment-
evaluation software, and precision-strike mechanisms retain definitive human moral agency.

3.	 Proportional Governance.  Ensuring that the gravity of  an automated decision determines the scale 
and rigor of  the corporate oversight surrounding it.

Engagement, however, is not the answer to every case. Where a firm’s AI deployment falls within the 
categories the encyclical itself  places off-limits — chief  among them entrusting lethal or otherwise 
irreversible decisions to autonomous systems (§198) — exclusion, not engagement, is the doctrinally 
appropriate response. The framework’s task is to tell the two apart.

DILEMMA 3 — THE COMMON GOOD AND 
THE CONCENTRATION OF POWER

Doctrinal Anchor.  Quadragesimo Anno (subsidiarity 
vs. monopolistic consolidation) and Laudato Si’ 
(“finance overwhelms the real economy”).

Corporate Evidence.  ASML Holding 
(lithography monopoly) and Nvidia Corp. disclose 
structural constraints in capital, geopolitical export 
controls, and global grid energy consumption. 
Opendoor Technologies admits to shifting to 
a “default to AI” operational basis for pricing 
and buying homes, illustrating a real economy 
structurally subordinated to algorithmic finance at 
the household level.

DILEMMA 4 — THE SANCTITY OF LIFE AND 
THE AUTONOMY OF MACHINES

Doctrinal Anchor.  The Just War tradition 
(Catechism ¶¶2307–2317) and Magnifica Humanitas 
§198 (“it is not permissible to entrust lethal 
or otherwise irreversible decisions to artificial 
systems”).

Corporate Evidence.  Defense prime Elbit 
Systems explicitly discloses “limited explainability 
and traceability” in its AI-enabled autonomous and 
intelligence systems. Conversely, legacy defense 
firms maintain a stark “disclosure omission gap” 
regarding their autonomy gradients, failing the 
basic requirements of  moral transparency.
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Introduction 
The Holy See’s contribution to AI ethics is, by some measures, the most sustained engagement with this technology 
by any global institution. The Vatican-backed Rome Call for AI Ethics was published in 2020 and has been signed 
by Microsoft, IBM, and Cisco, among others. The Pontifical Academy for Life and the Pontifical Academy of  Social 
Sciences have convened working groups on AI since 2018. Antiqua et Nova, issued jointly by the Dicastery for the 
Doctrine of  the Faith and the Dicastery for Culture and Education in January 2025, was — until the promulgation of  
Magnifica Humanitas — the most comprehensive magisterial document on artificial intelligence in any tradition. Pope 
Leo XIV chose his papal name explicitly to signal the continuity of  his pontificate’s AI agenda with that of  Leo XIII, 
whose 1891 encyclical Rerum Novarum responded to the upheaval of  the first Industrial Revolution. 

Catholic institutions are obligated to carefully consider and apply papal doctrine to their economic activity, including 
the management of  their endowments. For an issue as far-reaching as AI, however, translating pontifical wisdom 
into clear, actionable investment guidance can seem insurmountable. In this paper, we argue that the Church’s 
vision for humanity is not served by Catholic investors simply divesting from AI technologies and hyperscalers. The 
safeguarding of  Catholic values instead requires Catholic investors to engage companies on the same fundamental 
grounds the Church has applied to every prior technology of  power — that human dignity be the measure, that the 
worker be the subject, that the vulnerable not bear the cost, and that no algorithm replace the conscience. 

Magnifica Humanitas affirms this orientation: Leo XIV frames the fundamental question not as a choice for or against 
technology but as one between “constructing Babel or rebuilding Jerusalem” (§9). He is explicit that disarming AI 
“does not mean rejecting technology, but preventing it from dominating humanity” (§110). The encyclical names 
investors among those who bear responsibility for that outcome: its key players — “scientists, business owners, 
investors, academic authorities, politicians and others” — are called to “work with a transparent and responsible 
mindset” (§209). The encyclical thus supplies its own warrant for engagement. The investor is addressed as a 
responsible participant in the technology’s development, not counseled to withdraw from it. 

What follows is the doctrinal foundation for that engagement, the four moral dilemmas Catholic investors face 
in 2026, and the specific corporate disclosures that ground the engagement opportunities. A companion primer 
translates this analysis into operational engagement requests for use by investment committees, consultants, and 
stewardship teams. 
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The Anthropology 
The foundational claim is in Genesis 1:26–27.1 God 
creates man in His own image, male and female. The 
doctrine of  imago Dei — the image of  God — places the 
human person in an ontological category that no creature, 
no system, and no machine can occupy. The Catechism 
of  the Catholic Church states this directly: “Of  all visible 
creatures only man is ‘able to know and love his creator.’ 
He is ‘the only creature on earth that God has willed for 
its own sake.’”2 

The Catechism continues. 

The dignity of  the human person “is rooted 
in his creation in the image and likeness of  
God.”3 This dignity is not earned, granted, or 
constructed. It belongs to the human person 
by virtue of  existence. It cannot be diminished 
by disability, by age, by economic value, or by 
utility. It is the same in the executive and in 
the warehouse worker, in the patient and the 
physician, in the user and the engineer. 

Technology that processes and generates human-like 
outputs is not a human or a substitute for one. The 
human person is imago Dei. No machine, however 
sophisticated, occupies that ontological category. 

Antiqua et Nova states that conclusion plainly: 
AI “should not be seen as an artificial form of  
human intelligence but as a product of  it.”4 

1  Genesis 1:26–27, Revised Standard Version Catholic Edition, 2nd edition 
(Ignatius Press, 2006). “Then God said, ‘Let us make man in our image, after 
our likeness… So God created man in his own image, in the image of  God he 
created him; male and female he created them.’”
2  Catechism of  the Catholic Church, ¶356.
3  Catechism of  the Catholic Church, ¶1700.
4  Dicastery for the Doctrine of  the Faith and Dicastery for Culture and 
Education, Antiqua et Nova: Note on the Relationship Between Artificial 
Intelligence and Human Intelligence (Vatican City, 28 January 2025), ¶35.

Aquinas’s distinction between intellectus — the intuitive 
grasp of  truth — and ratio — the analytical reasoning 
that proceeds from premise to conclusion — clarifies the 
boundary. AI participates, sometimes spectacularly, in the 
operations of  ratio. It does not, and by its nature cannot, 
participate in intellectus. The capacity to grasp truth, to 
choose freely, to love, and to be in genuine relationship 
belongs only to the human person. 

The Value of Work 
Genesis 2:15 places the human person in the garden “to 
till it and keep it.”5 Work, in Catholic teaching, is given 
before the Fall. It is a participation in the creative act of  
God. This frames every subsequent Catholic statement 
on labor: work is a vocation through which the human 
person achieves fulfillment, not a market commodity to 
be priced at its lowest input cost. 

The Catechism develops this systematically. Work is “a 
duty,” “an honor,” and “a participation in the work of  
creation.”6 The economic order exists “for the service 
of  the human person, and not the human person 
for the economic order.”7 When the Church engages 
technologies that reorder work — industrial machinery 
in 1891, automation in 1981, AI in 2025 — She begins 
from this anthropology and asks whether the technology 
serves the worker or replaces him, whether it expands 
his agency or reduces it, whether it honors his dignity or 
treats him as raw material. 

5  Genesis 2:15, Revised Standard Version Catholic Edition, 2nd edition.
6  Catechism of  the Catholic Church, ¶2427.
7  Catechism of  the Catholic Church, ¶2426 (paraphrase of  the principle 
articulated across ¶¶2426–2436).

I. The Modern Application of Magisterial Tradition 
The Church’s position on artificial intelligence is sometimes mischaracterized — by both critics and well-intentioned 
allies — as a contemporary reaction to a contemporary technology; it is neither. The Catholic wisdom that grounds 
every magisterial statement on AI is older than any encyclical, scholastic philosophy, or the Christian era itself. It 
begins in Genesis, develops through the Hebrew Scriptures, takes its definitive shape in the Incarnation, and is 
articulated systematically in the Catechism.  

This matters for a reader trying to understand the gravity of  a Vatican document on AI. Papal commentary doesn’t 
break new theological ground; it draws from the depth of  existing doctrine to address the modern world. For the 
Church, the human person has always been the measure of  legitimate technological development – a measure 
grounded in revelation rather than governed by consensus. AI does not present a new question. It intensifies an old 
one. 
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The First Commandment 
Catholic teaching has always understood that human-
made power can become an object of  misplaced 
devotion. The First Commandment prohibits idolatry 
— “I am the Lord your God; you shall have no other 
gods before me.”8 The Catechism applies this principle 
broadly: idolatry “consists in divinizing what is not God,” 
whether power, pleasure, the state, money, or any creature 
in place of  the Creator.9 Antiqua et Nova extends the 
application to AI directly, noting that “the worship of  AI, 

8  Exodus 20:2–3, Revised Standard Version Catholic Edition, 2nd edition.
9  Catechism of  the Catholic Church, ¶2113.

of  how the Church confronts modern challenges by 
applying ancient principles. In addressing novel threats 
to the worker and the working class, Leo XIII harnessed 
perennial Catholic anthropology and applied it to a 
new technological order whose moral implications had 
not yet been fully articulated. Speaking to the College 
of  Cardinals on his second day as Pope, Leo XIV said: 
“Pope Leo XIII in his historic Encyclical Rerum Novarum 
addressed the social question in the context of  the first 
great Industrial Revolution. In our own day, the Church 
offers to everyone the treasury of  her social teaching 
in response to another industrial revolution and to 
developments in the field of  artificial intelligence that 
pose new challenges for the defense of  human dignity, 
justice and labor.”12

The Twentieth-Century: Subsidiarity, 
Personal Dignity & the Preferential 
Option for the Poor 
Across a century of  magisterial development, the Church 
refined Her teaching on technology and the human 
person without altering its foundations. Quadragesimo Anno 
(Pius XI, 1931) articulated the principle of  subsidiarity 
— that decisions affecting human persons should be 

12  Pope Leo XIV, Address to the College of  Cardinals, 10 May 2025. 
Reported in multiple Vatican-credentialed sources, including Catholic News 
Service and Vatican News.

and wider technological progress, is a form of  idolatry 
which must not substitute for communion with God.”10

This is a doctrinal claim, not a metaphor. A Catholic 
investor evaluating an AI company is not merely asking 
whether the company manages risk well, but examining 
whether the technology, as deployed, encourages 
the human person to relate rightly to creation and to 
the Creator — or whether it threatens to replace the 
relationships that constitute genuine human flourishing. 

10  Antiqua et Nova, ¶105 (paraphrase of  the framing developed across 
¶¶103–107).

II. The Continuity of Application 
If  the foundational anthropology is revealed through revelation, the encyclicals are the record of  the Church 
applying that anthropology to successive technological orders. What follows is not a chronology, but an argument 
that the Church’s response to AI in 2025 is recognizably the same response She has given to emerging technologies 
throughout time: industrial machinery in 1891, nuclear weapons in 1963, industrial automation in 1981, information 
capitalism in 1991, digital culture in 2009, and the technocratic paradigm in 2015 — and, in Magnifica Humanitas, 
artificial intelligence itself  in 2026. The technologies change. The anthropology does not. 

Rerum Novarum and the First 
Industrial Revolution 
In 1891, Leo XIII published Rerum Novarum in response 
to the social conditions produced by the first Industrial 
Revolution. Mechanized production had concentrated 
wealth in the hands of  factory owners; rural populations 
had migrated into urban labor markets; wages were 
inadequate; working hours were long; conditions were 
dangerous. The political reactions to these conditions 
ranged from the revolutionary socialism of  the Continent 
to the laissez-faire liberalism of  England. Leo XIII 
rejected both. 

The encyclical argues that because the worker bears 
the image of  God, he is not a commodity. Labor is not 
interchangeable with capital, because it is the activity of  
a human person. Private property is to be protected, but 
distributed widely rather than consolidated. The state has 
a duty to protect the weak from the conditions in which 
technological power, unchecked, subjugates them.11 None 
of  these claims was new in 1891. Each was retrieved 
from the Hebrew Scriptures, the Sermon on the Mount, 
the patristic tradition, and Aquinas.  

Rerum Novarum provides a near-perfect encapsulation 

11  Leo XIII, Rerum Novarum: On Capital and Labor (15 May 1891), 
particularly ¶¶3, 6, 20, and 42. The encyclical’s treatment of  the worker as 
bearer of  the imago Dei is articulated most clearly at ¶40.



June 2026

Builders of  Communion

8

made at the lowest level competent to make them — 
as a structural protection against the consolidation of  
power.13 Pacem in Terris (John XXIII, 1963), written 
against the backdrop of  the Cuban missile crisis, 
argued that technologies of  mass effect demand moral 
architecture commensurate with their power; market 
dynamics and national interest are insufficient to govern 
them.14 Populorum Progressio (Paul VI, 1967) introduced 
the framework of  “integral human development” — 
the claim that authentic development must include the 
spiritual, moral, and relational dimensions of  the person, 
not merely the material.15 Each of  these principles bears 
directly on the AI question: the concentration of  frontier 
development in a small number of  firms; the inadequacy 
of  market dynamics alone to govern lethal autonomous 
systems; the framework by which the Church evaluates 
whether a given technology serves the human person. 

Laborem Exercens (John Paul II, 1981) is the most 
fully developed magisterial statement on labor in the 
modern era. Its central argument is the priority of  labor 
over capital and people over things (personalism over 
economism and materialism). Through this lens, work is 
elevated from mere market input to the defining feature 
of  mankind and the pursuit through which each person 
contributes to the common good and aspires to self-
actualization. Here, the worker is the subject of  work, 
not its object.16 AI tools that deskill, surveil, or displace 
workers without provision for their formation and dignity 
are not theologically neutral.  

In 1991, John Paul II published Centesimus Annus, a 
prescient anticipation of  the AI oligopoly thirty-five years 
before it formed. The encyclical addresses the post-
Cold War economic order with a clarity that anticipates 
the platform economy. “The possession of  know-how, 
technology and skill” had become, John Paul II observed, 
“perhaps the principal resource.”17 When the principal 
economic resource is knowledge, and when knowledge 
is held by a small number of  actors, the principle of  
subsidiarity is violated even in the absence of  bad intent.  

13  Pius XI, Quadragesimo Anno: On Reconstruction of  the Social Order 
(15 May 1931), ¶79. The principle: “Just as it is gravely wrong to take from 
individuals what they can accomplish by their own initiative and industry and 
give it to the community, so also it is an injustice and at the same time a grave 
evil and disturbance of  right order to assign to a greater and higher association 
what lesser and subordinate organizations can do.”
14  John XXIII, Pacem in Terris: On Establishing Universal Peace (11 April 
1963), ¶¶112–119, 126, 130.
15  Paul VI, Populorum Progressio: On the Development of  Peoples (26 
March 1967), ¶¶14–21.
16  John Paul II, Laborem Exercens: On Human Work (14 September 1981), §6, 
§13, §25.
17  John Paul II, Centesimus Annus: On the Hundredth Anniversary of  
Rerum Novarum (1 May 1991), §32.

The Twenty-First-Century: 
Technology, Human Ecology & Moral 
Accountability 
In 2009, Benedict XVI published Caritas in Veritate, 
which claimed that “technology, viewed in itself, is 
ambivalent.”18 No design choice is morally neutral; 
every technology expresses an anthropology. Pope Leo 
XIV invoked this exact framing in his November 2025 
message to the Builders AI Forum at the Pontifical 
Gregorian University: “Every design choice expresses a 
vision of  humanity.”  19

In 2015, Francis published Laudato Si’. Paragraphs 102 
through 114 contain the most fully developed magisterial 
critique of  technological civilization in the modern 
Catholic corpus. First, it argues that technological power 
has expanded faster than human moral and political 
capacity to govern it.20 Second, the dominant cultural 
paradigm — the “technocratic paradigm” — treats reality 
as raw material for manipulation, the human person as 
an instance of  that material, and technological efficacy as 
a sufficient measure of  progress.21 Third, this paradigm 
produces specific economic distortions: in particular, 
the subordination of  the real economy to financial 
logic. Paragraph 109 addresses an institutional investor 
audience: “Finance overwhelms the real economy.”22

The paragraphs cited above were written before the 
public release of  the transformer architecture and the AI 
capital expenditure cycle that has reshaped global equity 
markets since 2022. They read, nevertheless, as if  written 
for the present moment. Every subsequent magisterial 
document on AI returns to them.23 Dignitas Infinita 
(Dicastery for the Doctrine of  the Faith, 2024) affirmed 
that human dignity is “ontological” — belonging to the 
person by virtue of  existence, not by virtue of  capacity, 
contribution, or social recognition.24

18  Benedict XVI, Caritas in Veritate: On Integral Human Development in 
Charity and Truth (29 June 2009), ¶69.
19  Pope Leo XIV, Message to Participants in the Builders Artificial 
Intelligence Forum, Pontifical Gregorian University, Rome, 7 November 2025.
20  Francis, Laudato Si’: On Care for Our Common Home (24 May 2015), 
¶¶104–105.
21  Laudato Si’, ¶¶106–108.
22  Laudato Si’, ¶109.
23  Fratelli Tutti (Francis, 2020) extended this analysis to the social conditions 
of  the digital age, warning that connection without authentic encounter 
produces atomization rather than community. Francis, Fratelli Tutti: On 
Fraternity and Social Friendship (3 October 2020), ¶¶42–50.
24   Dignitas Infinita is published five months before Antiqua et Nova and is 
cited extensively within it. The two documents function as a doctrinal pair: 
Dignitas Infinita states the principle; Antiqua et Nova applies it to artificial 
intelligence. Dicastery for the Doctrine of  the Faith, Dignitas Infinita: 
Declaration on Human Dignity (8 April 2024), ¶¶7–8.
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Antiqua et Nova 
On 14 January 2025, Pope Francis approved a doctrinal 
note jointly prepared by the Dicastery for the Doctrine 
of  the Faith and the Dicastery for Culture and 
Education. The document was released publicly on 28 
January under the title Antiqua et Nova: Note on the 
Relationship Between Artificial Intelligence and Human 
Intelligence. 

At 117 paragraphs, Antiqua et Nova is the Church’s 
most comprehensive synthesis of  the prior magisterial 
tradition applied to a single technology since the Second 
Vatican Council. Until the promulgation of  Magnifica 
Humanitas, it was the operative document for Catholic 
institutional investors; it now stands as the doctrinal 
substructure on which the encyclical builds, and it 
remains the most detailed magisterial treatment of  
several questions — healthcare, anthropomorphization, 
privacy — to which the encyclical gives summary force.

On the concentration of  AI development among a small 
number of  corporate actors, Antiqua et Nova states: “the 
concentration of  control by a few powerful companies 
over mainstream AI applications raises significant 
ethical concerns, particularly around accountability and 
manipulation.”25

On AI and human relationships, the 
document warns specifically against the 
personification of  AI: “It is crucial to avoid 
Anthropomorphising AI and to maintain the 
distinction between the human person and 
the products of  AI. Anthropomorphising AI 
poses specific challenges for the development 
of  children, potentially encouraging them 
to develop patterns of  interaction that 
treat human relationships in a transactional 
manner.”26 

On labor, Antiqua et Nova warns that “while 
AI promises to boost productivity… 
current approaches to the technology can 
paradoxically deskill workers, subject them to 
automated surveillance, and relegate them to a 
rigid and exhausting work pace.”27 

25   From this we can infer that the principle of  subsidiarity, articulated in 
Quadragesimo Anno and developed across a century of  subsequent teaching, 
is being violated structurally by the dynamics of  frontier AI development. 
Antiqua et Nova, ¶51.
26  Antiqua et Nova, ¶¶58–66, with particular attention to ¶60 on children.
27  Antiqua et Nova, ¶70.

On warfare, the document repeats Pope 
Francis’s call for the prohibition of  lethal 
autonomous weapons systems: “The capacity 
for lethal autonomous weapon systems to 
identify and strike targets without direct 
human intervention raises ethical concerns. 
Pope Francis has called for the prohibition 
of  the use of  such weapons systems.”28 This 
concern is located within the broader Catholic 
teaching that the moral judgment to take 
human life cannot be delegated to a machine.

On the relationship between AI and God, the document 
is explicit: “the worship of  AI, and wider technological 
progress, is a form of  idolatry which must not substitute 
for communion with God.”29  

The Church’s response to AI is grounded in ancient 
teaching applied to a new technology. The document 
develops the philosophical and theological tradition on 
intelligence, drawing on Aquinas and Augustine, before 
applying that framework to AI in society, relationships, 
the economy, healthcare, education, misinformation, 
privacy, environmental stewardship, warfare, and the 
relationship with God. 

The Pontificate of Leo XIV 
Pope Leo XIV was elected on 8 May 2025 and chose 
his name explicitly to invoke Rerum Novarum and the AI 
question. In the year that has followed, he has addressed 
AI directly and frequently. 

On 17 June 2025, he sent a message to the Second 
Annual Rome Conference on Artificial Intelligence, 
Ethics, and Corporate Governance.30 Leo XIV’s June 
2025 message cites Antiqua et Nova directly and repeats 
the Francis-era framing that AI “is above all else a tool” 
—a framing whose ethics imply that responsibility for 
AI deployment rests squarely with those who design, 
manage, and use it.31

On 10 July 2025, the Holy See sent a message to the AI 
for Good Summit in Geneva, calling for “ethical clarity” 
and “coordinated local and global governance of  AI, 
based on the shared recognition of  the inherent dignity 

28  Antiqua et Nova, ¶¶99–102.
29  Antiqua et Nova, ¶105.
30   The conference’s third annual meeting, in June 2026, is the venue for 
which this paper has been prepared.
31  Pope Leo XIV, Message to Participants in the Second Annual Conference 
on Artificial Intelligence, Ethics, and Corporate Governance, Rome, 17 June 
2025.
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and fundamental freedoms of  the human person.”32 
The message’s delivery to a United Nations venue, 
through the Vatican Secretary of  State, signals the Holy 
See’s willingness to engage international bodies on AI 
governance — not as one constituency among many, but 
as the bearer of  a teaching tradition that pre-exists and 
outlasts the multilateral institutions to which the message 
was addressed. 

On 7 November 2025, Leo XIV sent two messages. 
The first was addressed to the Pontifical Academy for 
Life’s congress on AI and medicine. It cites Antiqua 
et Nova and Dignitas Infinita directly and articulates 
the principle that “healthcare professionals have the 
vocation and responsibility to be guardians and servants 
of  human life,” a vocation that cannot be delegated to 
AI.33 The second was to the Builders AI Forum at the 
Pontifical Gregorian University. The forum’s registration 
list included representatives from Microsoft, Palantir 
Technologies, and Goldman Sachs, alongside Catholic 
institutional actors. Leo XIV’s message to that audience 
contains the line that has become the most cited single 
sentence of  his AI agenda: “The question is not merely 
what AI can do, but who we are becoming through the 
technologies we build.”34

On 5 December 2025, Leo XIV addressed the 
Centesimus Annus Pro Pontifice Foundation and the 
Strategic Alliance of  Catholic Research Universities. The 
address contains his most pointed statement to date on 
the question of  AI concentration: 

“How can we ensure that the development of  
artificial intelligence truly serves the common 
good, and is not just used to accumulate wealth 
and power in the hands of  a few?”35  

The throughline across these statements is consistent. AI 
must be directed by human intelligence, not the reverse. 
AI must serve the common good, not concentrate power. 
AI must enhance human relationships, not substitute for 
them. AI must respect the worker, the patient, the child, 
and the vulnerable.  

32  Message of  the Holy Father, signed by Cardinal Pietro Parolin, on the 
occasion of  the AI for Good Summit 2025, Geneva, 10 July 2025.
33  Pope Leo XIV, Message to Participants in the International Congress 
of  the Pontifical Academy for Life: “Artificial Intelligence and Medicine: The 
Challenge of  Human Dignity,” 7 November 2025, citing Antiqua et Nova, ¶71.
34  Pope Leo XIV, Message to the Builders AI Forum 2025, 7 November 
2025.
35   The framing is recognizably continuous with Centesimus Annus — the 
encyclical from which the foundation takes its name — and with Rerum 
Novarum, the encyclical from which the present pontiff  takes his. Pope Leo 
XIV, Address to the Centesimus Annus Pro Pontifice Foundation and the 
Strategic Alliance of  Catholic Research Universities, 5 December 2025.

Magnifica Humanitas: A Summary 
for Investors 
Magnifica Humanitas is organized around a single image: 
humanity stands before “a pivotal choice: either to 
construct a new Tower of  Babel or to build the city in 
which God and humanity dwell together” (§1). Babel 
is the project of  self-sufficiency that “sacrifices human 
dignity for efficiency” (§7); the rebuilding of  Jerusalem 
under Nehemiah is the work of  shared responsibility, 
in which “all are given their own section of  the wall: 
scientists and researchers, entrepreneurs and workers, 
educators and legislators” (§13). The encyclical’s 
governing claim is that technology “is never neutral, 
because it takes on the characteristics of  those who 
devise, finance, regulate and use it” (§9). For an investor, 
the inclusion of  finance in that list is not incidental: it 
locates capital allocation within the moral architecture of  
the technology itself. 

The doctrinal foundations the encyclical brings to AI 
are the familiar principles of  Catholic social teaching, 
applied to new objects. Human dignity is “ontological,” 
belonging to every person “simply by virtue of  existing” 
and not contingent on usefulness or productivity (§52). 
The universal destination of  goods is extended explicitly 
to “new forms of  property, such as patents, algorithms, 
digital platforms, technological infrastructure and 
data” (§67). And subsidiarity is read directly onto the 
platform economy: in the digital revolution, “the highest 
level is not the State, but rather major economic and 
technological actors that exercise de facto power over 
the conditions of  everyday life” (§71) — a power the 
encyclical insists must be exercised “with transparency, 
accountability and meaningful forms of  participation.” 

The encyclical’s central analytical chapter treats AI 
through the lens of  the technocratic paradigm — the 
tendency to let technology become “the standard by 
which everything is judged” (§92). It is candid about 
what these systems are and are not: they “do not know 
from within what love, work, friendship or responsibility 
mean” (§99), and their material footprint is real — 
current systems “require enormous amounts of  energy 
and water, significantly influencing carbon dioxide 
emissions” (§101). It names the governance problem 
squarely as one of  concentration, calling for the common 
good to expose “this new form of  epistemic, economic 
and political asymmetry” and “the new monopolies of  
AI” (§109). 
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Chapter Four applies these principles to three domains 
that map closely onto the moral dilemmas of  this paper. 
On truth, the encyclical warns that disinformation 
“finds a powerful amplifier in AI” (§132) and that 
indifference to truth leads, “slowly but surely, [to] a 
descent into totalitarianism” (§134). On work, it holds 
that “the protection of  employment opportunities and 
the irreplaceable role of  the individual must remain the 
general rule,” and that “the pursuit of  greater profits 
cannot justify choices that systematically sacrifice jobs, 
because the human person is an end, not a means” 
(§152). On freedom, it condemns business models that 
“thrive on human weakness” (§170) and the hidden labor 
and trafficking that the digital economy can conceal 
(§§173–175). 

Chapter Five turns to power and peace, and contains the 
development most consequential for this paper’s fourth 
dilemma — the encyclical’s treatment of  autonomous 
weapons, examined in detail below. The document 
then addresses its readers directly. “Every technical or 
economic decision,” Leo XIV writes, “should include 
spiritual discernment and be an opportunity for assessing 
whether the advances in AI are promoting justice and 
participation or concentrating wealth and power in 
the hands of  a select few” (§240). The task it sets is 
Nehemiah’s — to “enter the construction sites of  history 
— research laboratories, technology companies, schools, 
the media, institutions and local communities” (§241) — 
and to be “builders of  communion, rather than architects 
of  Babel” (§16). That is a summons to engagement, not 
withdrawal. 

For the remainder of  this paper, Magnifica Humanitas 
functions as the governing standard: within each of  
the four dilemmas that follow, the encyclical supplies 
the controlling statement of  the Church’s teaching, and 
the prior tradition — from Rerum Novarum through 
Antiqua et Nova — supplies the foundation on which 
that statement rests. Where the two are read together in 
the company analyses below, the order of  authority is the 
encyclical’s.

The Holy See’s Civil Application 
On 1 January 2025, Vatican City State enacted its own 
AI regulatory framework. The decree establishes a five-
member Commission on Artificial Intelligence, mandates 
risk-based assessment of  AI applications, and prohibits 
any use of  AI that conflicts with the mission of  the Pope, 
the integrity of  the Catholic Church, or the institutional 

activities of  the Vatican.36 The Holy See is the only 
sovereign in the world that has aligned civil AI law with 
moral teaching. 

This demonstrates that the principles articulated across 
Antiqua et Nova, Laudato Si, Mensuram Bonam, and 
the broader magisterial tradition are operational and, 
accordingly, designed to be translated into Vatican civil 
governance. Catholic shareholders have a vested interest 
in uncovering whether the principles governing the 
Vatican’s use of  AI are consistent with those governing 
the use of  firms in their portfolios. 

Investment-Specific Applications 
The Church’s application of  these principles to 
investment activity proceeds through two recent 
documents. 

Mensuram Bonam, published by the Pontifical Academy of  
Social Sciences in 2022, is the first faith-based investment 
guidance to address algorithmic decision-making directly. 
Its central claim, in the context of  an investor audience, 
is in paragraph 4: “There is no investment algorithm 
for simulating human conscience.”37 The document 
develops a taxonomy of  issues — environmental, social, 
governance, life ethics — established as legitimate 
territory for Catholic-aligned investment activity. It 
authorizes Catholic investors to apply Catholic Social 
Teaching to investment decisions and engagement 
activity, and it does so on doctrinal grounds. 

The Holy See Investment Policy Statement, published 
in July 2022, is the operational counterpart. It is the 
Vatican’s own investment policy applying these principles 
to the Holy See’s portfolio. The document is significant 
because it demonstrates that the Catholic engagement-
and-restriction methodology is not theoretical. It is 
operational in the Church’s own holdings.38

These two documents constitute the bridge between 
magisterium and portfolio. They authorize Catholic 
institutional investors to apply Catholic teaching to 
investment activity, and they establish that the Church 
Herself  does so in Her own holdings.

36  Vatican City State, Decree on Artificial Intelligence, effective 1 January 
2025.
37  Pontifical Academy of  Social Sciences, Mensuram Bonam: Faith-Based 
Measures for Catholic Investors (November 2022), ¶4.
38  Holy See, Investment Policy Statement of  the Holy See and Vatican City 
State (July 2022).
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III. The Four Dilemmas 
The doctrinal foundation developed above raises specific moral questions for Catholic investors in firms developing, 
deploying, and benefiting from AI in 2026. This section identifies the four dilemmas most directly addressed by the 
magisterial tradition and grounds each in the specific corporate disclosures that constitute the basis for engagement. 
In each dilemma, the foundational doctrine is read as Magnifica Humanitas now gathers it; the encyclical’s paragraphs 
are cited as the governing formulation of  the teaching, with the prior magisterial documents as its sources.

The methodology is consistent with the AMRIS framework (see AMRIS Methodology below) applied across other 
engagement areas. Many companies have already named these risks in their SEC filings as financially material threats 
to shareholder value. The very existence of  such disclosure provides enormous benefit to values-driven investors: 
armed with the disclosures that power AMRIS, a Catholic shareholder need not waste years pushing companies to 
disclose their exposure to emerging risks. With disclosures already in place and materiality already established, Catholic 
investors are free to turn to the critical task of  engaging management on risks they acknowledge, in language they 
deploy, anchored in two millennia of  Catholic Social Teaching.

A Note on Methodology 
This paper draws on the AMRIS platform — Boston Common Asset Management’s All Material 
Risk Investment System infrastructure — for the disclosure evidence presented. A brief  account 
of  how AMRIS identifies, classifies, and ranks these risks is detailed in the appendix.  

Within each dilemma, the firms presented were selected on three criteria:  

1.	 Severity 4 or 5 disclosure categorization— referencing legal, litigation, or regulatory exposure 
framed in terms of  its material adverse effect on the business—within the dilemma’s 
doctrinal frame;  

2.	 Representativeness across the segments most directly affected by the dilemma;  

3.	 The presence of  risk language that clearly bridges fiduciary and doctrinal vocabulary.  

The firms presented are those whose disclosures most clearly establish both the fiduciary 
materiality of  the risk and the doctrinal frame through which Catholic Social Teaching engages it. 

While the AMRIS platform identifies, classifies, and ranks disclosed risks, engagement priorities 
are developed by BCAM’s stewardship team in conjunction with domain-specific advisors. The 
bridge from disclosure to ask runs through the specific governance gap the firm’s language 
reveals — the disclosed risk that is acknowledged but not yet addressed by board-level reporting, 
customer-vetting architecture, or product-deployment governance.
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Dilemma 1: The Dignity of Work When Work Is Automated 

FOUNDATIONAL DOCTRINE 

Catholic teaching on work begins not at the Industrial 
Revolution but at the second chapter of  Genesis. “The 
Lord God took the man and put him in the garden of  
Eden to till it and keep it.”39  The vocation of  labor is 
intrinsic to what the human person is for. 

Economic order exists “for the service of  the human 
person, and not the human person for the economic 
order.”40 These are not exhortations, but doctrinal claims 
about what work is and what it is for. 

MODERN APPLICATION 

The deployment of  AI in 2026 is producing labor 
effects uncontested by responsible analysts. Customer 
service workers, content moderators, paralegals, junior 
coders, radiologists, accountants, translators, and 
warehouse workers are all subject to direct displacement, 
surveillance, or deskilling by AI systems in production. 
The question is whether they are being managed in a way 
that respects the workers affected. 

The Catholic teaching on labor does not require that AI 
be prevented from changing the structure of  work. It 
requires that the workers affected be treated as subjects, 
not objects, of  the change. Specifically, Catholic teaching 
is consistent across a century of  magisterial development 
on three claims that bear directly on AI deployment. 

First, workers must participate in decisions that affect 
their work. Subsidiarity is not exhausted by political 
application. It applies to the firm. Laborem Exercens 
is explicit: workers must be “co-responsible” for the 
conditions of  their labor.41 AI deployments that occur 
without meaningful worker consultation, that subject 
workers to surveillance they have not consented to, or 
that automate decisions about hiring, scheduling, and 
discipline without human review violate this principle. 

Second, the gains reaped from increased productivity 
must be shared amongst the collective. Catholic teaching 
has held since Rerum Novarum that the worker is entitled 
to a share in the value he helps to create. AI systems 
that deliver substantial productivity gains while reducing 
worker compensation, eliminating positions without 
transition support, or transferring all benefits to capital 

39  Genesis 2:15, Revised Standard Version Catholic Edition, 2nd edition 
(Ignatius Press, 2006).
40  Catechism of  the Catholic Church, ¶2426 (paraphrase of  the principle 
articulated across ¶¶2426–2436).
41  Laborem Exercens, §14.

violate the principle of  the just wage and the universal 
destination of  goods. 

Third, the displacement of  workers carries a moral 
obligation that extends beyond severance. The Catholic 
tradition on dignified work includes the duty to provide 
for workers whose labor is no longer required by the 
structure of  production. Centesimus Annus states: “It is 
not merely a matter of  giving from one’s surplus, but of  
helping entire peoples which are presently excluded or 
marginalized to enter into the sphere of  economic and 
human development.”42 AI deployment that produces 
large-scale workforce reduction without adequate 
retraining, transition support, and pathways to dignified 
subsequent employment falls outside the scope of  what 
Catholic teaching considers acceptable economic activity. 

Magnifica Humanitas addresses the dignity of  work 
directly, arguing that “the protection of  employment 
opportunities and the irreplaceable role of  the individual 
must remain the general rule,” and that “the pursuit of  
greater profits cannot justify choices that systematically 
sacrifice jobs, because the human person is an end, not a 
means” (§152). The encyclical also reaffirms the specific 
mechanism at the heart of  this dilemma, warning that 
current approaches to AI “can paradoxically de-skill 
workers, subject them to automated surveillance and 
relegate them to rigid and repetitive tasks” (§150). The 
standard it sets is not the prevention of  automation but 
its subordination to human dignity — a standard against 
which a company’s labor practices can be assessed and 
engaged. 

One dimension of  this dilemma runs ahead of  the 
disclosure record. Magnifica Humanitas devotes 
sustained attention to the hidden labor on which the 
AI economy rests: “A significant part of  the digital 
economy’s functioning relies on the silent work of  
millions of  people engaged in essential yet largely unseen 
activities, such as data labeling, model training and 
content moderation, often involving disturbing material” 
(§173) — work joined, in some regions of  the world, 
by “children and adolescents” who “work in dangerous 
conditions, crushing the materials from which rare earth 
elements are extracted.” The encyclical’s judgment is 
categorical: “The fight against new forms of  slavery is 
a decisive test for the ethical discernment of  AI and 
digital transformation” (§174). The corporate filings on 
which this paper’s methodology rests do not yet name 

42  Centesimus Annus, §58.
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these exposures at the tier-two-and-beyond level of  the supply chain where they occur. As with the defense primes 
examined in Dilemma 4, the gap between the doctrine and the disclosure is itself  the finding, and the engagement 
asks firms to close it: supply-chain mapping for outsourced data work and the mineral inputs to AI hardware, 
together with the labor standards and audit cadence applied to each. One boundary, however, must be stated plainly. 
Where forced or child labor is confirmed, Catholic teaching does not treat the exposure as a matter for graduated 
engagement; it is an intrinsic evil, and the doctrinally appropriate response is exclusion review.

MATERIAL DISCLOSURES 

The disclosed risks below illustrate the doctrinal frame in the language of  the firm filings. In each case, the company 
has named the risk in its SEC filing as material to shareholder value. While management teams independently assessed 
and described the risks pertinent to their business activities, many disclosed risks, and even some of  the language used 
to describe them, are clearly relevant to Catholic doctrine.

Workday Inc. FY26   |   Software / Information Technology   |   Severity 5

Key  Disclosed Risk Language (FY26 10-K):

“Many of  our products are powered by AI, some of  which include the use of  generative and agentic AI, for use 
cases that could potentially impact human, civil, privacy, or employment rights and dignities.” 

Workday is the dominant cloud HR platform; its software is the algorithmic management infrastructure for a 
substantial share of  large enterprise employers. The FY26 risk factor names “employment rights and dignities” as 
a category that the firm’s AI products may impact. The word “dignities” is in the filing — the same noun Catholic 
teaching has used since Rerum Novarum to describe what the worker bears by virtue of  the imago Dei. The firm 
arrived at this language not through theological reflection, but because the legal landscape has made dignity a 
fiduciary risk category. The convergence is itself  the finding. 

Opportunities for Alignment: 

Laborem Exercens §6 (the worker 
as subject of  work, not object)

When algorithmic systems make consequential employment decisions 
— hiring, scheduling, performance evaluation, termination — without 
meaningful human review, the worker is rendered object rather than subject 
of  work. 

Rerum Novarum §20 (the worker 
is not a commodity)

Algorithmic management platforms that centralize employment decisions 
across thousands of  organizations concentrate consequential authority in 
systems that operate without the worker’s participation or knowledge. 

Antiqua et Nova ¶67 (deskilling 
and automated surveillance): 

When the infrastructure vendor itself  names the risk to “dignities,” the 
moral obligation to govern that infrastructure is established in the firm’s own 
language.

Magnifica Humanitas §150 
(machines designed to support those 
who work)

“While AI promises to boost productivity by taking over mundane tasks, it 
frequently forces workers to adapt to the speed and demands of  machines, 
rather than machines being designed to support those who work.” When 
the dominant algorithmic-management platform names “employment rights 
and dignities” in its own filing, the encyclical’s standard — that the system 
be designed to support the worker rather than the reverse — becomes the 
governing engagement question for the platform’s design choices.
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JPMorgan Chase & Co.   FY25   |   Banks / Financials   |   Severity 4 

Key Disclosed Risk Language (FY25 10-K — workforce risk factor): 

“Advances in technology, such as automation, AI and data science, could lead to workforce displacement.” 

JPMorgan Chase is the largest US bank by assets. The disclosure quoted above appears in the firm’s workforce 
risk factor — not its technology or AI risk factor—because the firm has classified AI-driven workforce 
displacement as a labor concern. When a top-five US bank names AI-driven workforce displacement in the same 
risk category as employee morale and retention, the macro thesis of  this dilemma is no longer aspirational. It is in 
the disclosure record.  

Opportunities for Alignment: 

Rerum Novarum §20 (the worker 
is not a commodity);

Laborem Exercens §6 and §14 
(priority of  labor over capital; 
worker co-responsibility): 

When workforce displacement is disclosed as material risk, the moral question 
is whether the workers affected will be treated as subjects of  the transition or 
as costs to be managed. 

Centesimus Annus §32 
(knowledge as principal 
economic resource): 

AI deployment that delivers substantial productivity gains while reducing 
worker compensation or eliminating positions without transition support 
transfers all benefit to capital — a dynamic the encyclical anticipated and the 
filing now confirms. 

Pope Leo XIV, Address to 
the College of  Cardinals, May 
2025.

Displacement without adequate retraining, transition support, and a pathway 
to dignified subsequent employment falls outside the scope of  what Catholic 
teaching considers acceptable economic activity.

Magnifica Humanitas §151 
(unemployment as a grave evil)

“Unemployment is a grave evil. Indeed, when it reaches massive proportions, 
it becomes a true social calamity that especially requires the State to exercise 
responsibility.” A top-five US bank classifying AI-driven displacement 
as a workforce risk places the encyclical’s gravest labor warning inside 
the disclosure record of  the firm whose deployment decisions will help 
determine whether the calamity materializes.

Magnifica Humanitas §163 (the 
limits of  the invisible hand)

More than ever, in the age of  AI and robotics, it is no longer possible to rely 
solely on the ‘invisible hand’ of  the market.” The engagement question that 
follows is distributional: where the firm discloses AI as a productivity driver, 
how are the resulting gains shared with the workforce whose displacement 
the same filing names as a risk?
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Pfizer Inc. FY25   |   Pharmaceuticals / Health Care   |   Severity 5

Key Disclosed Risk Language (FY25 10-K):

“AI may be used by payors to limit access to care or to deny prior authorization requests, which could impact 
Pfizer’s business results.”

One of  the largest pharmaceutical manufacturers in the world discloses that payor AI is limiting access to care 
and denying prior authorization requests — and frames the dynamic as material to its business. Pfizer is naming 
algorithmic denial because it materially affects revenue. The supply-chain witness has filed its testimony. For the 
purposes of  the Antiqua et Nova ¶71 and ¶78 framework, the fiduciary basis is now in the disclosure record.

Opportunities for Alignment: 

Antiqua et Nova ¶71 (AI 
must not displace the 
moral judgment of  medical 
professionals);

Antiqua et Nova ¶78 (healthcare 
professionals as guardians and 
servants of  human life)

When algorithmic systems deny prior authorization requests without 
meaningful clinician review, the vocation of  the medical professional is 
bypassed — the guardian is removed from the gate.

Catechism ¶2288 (the right to 
medical care as constituent of  
human dignity)

Pacem in Terris (the right to 
medical care).

An algorithm that denies access to care on the basis of  pattern-matching 
rather than clinical judgment violates this right regardless of  the efficiency 
gains it produces.

The Catholic moral tradition requires that the gravity of  a decision determine 
the gravity of  the governance surrounding it. Decisions about whether a 
patient receives treatment are among the most consequential that a society 
makes. The principle that such decisions require the prudential judgment of  
a formed human person — not the output of  a system known to produce 
errors — is not a novel Catholic claim. It is the application of  a settled one.

Magnifica Humanitas §51 (rights 
not contingent on usefulness)

“The value of  persons, however, does not depend on what they achieve or 
produce. There are rights that apply to everyone simply by virtue of  being 
human, and no human power can legitimately deny or arbitrarily limit them.” 
Payor AI that limits access to care on actuarial pattern rather than clinical 
judgment denies, in operational form, precisely the contingency the encyclical 
rules out.
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Cigna Corp. FY25   |   Health Care Providers & Services   |   Severity 5

Key Disclosed Risk Language (FY25 10-K — standalone AI risk factor): 

“Generative AI has been known to produce false or ‘hallucinatory’ inferences or output.” 

Cigna carries a dedicated standalone AI risk factor in its FY25 10-K — one of  the most explicit in the managed-
care sector. The acknowledgment that the firm’s AI systems produce “hallucinatory” inferences is striking in 
context: a top-five US insurer, processing millions of  coverage determinations annually, publicly disclosing that 
the AI technology in use within the firm can generate false outputs. The disclosure does not specify whether 
hallucinatory outputs have affected coverage decisions. It does not need to. The doctrinal question is whether a 
system acknowledged by its deployer to produce false outputs should mediate decisions about whether a patient 
receives care.

Opportunities for Alignment: 

Catechism ¶2288 (the right to 
medical care);

A system acknowledged by its own deployer to produce “hallucinatory” 
outputs fails the minimum standard of  reliability the Catholic tradition 
requires of  any instrument mediating access to care.

Antiqua et Nova ¶71 and ¶78 
(the irreducibility of  the 
clinician’s moral judgment);

Antiqua et Nova ¶71 warns against the displacement of  medical professionals’ 
moral judgment by algorithmic systems. When a managed-care firm discloses 
that its AI hallucinates while simultaneously deploying AI in coverage 
determination, the tension between disclosed risk and operational practice is 
itself  the finding.

Dignitas Infinita (human dignity 
as ontological, not contingent 
on system output).

The principle articulated across the Catholic healthcare tradition — that the 
patient is a human person bearing the imago Dei, not a data point in a claims-
processing system — is not diminished by the efficiency gains algorithmic 
processing delivers. 

Magnifica Humanitas §105 
(accountability for automated 
determinations)

“This is where accountability becomes crucial: the possibility of  identifying 
who must ‘account’ for decisions, justify them, monitor them, and, when 
necessary, challenge them and remedy any harm caused.” A firm that 
discloses hallucinatory outputs while deploying AI in coverage determination 
owes, on the encyclical’s standard, a disclosed accountability-and-redress 
mechanism: who answers for an automated determination, and how an 
affected person obtains correction.
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Tenet Healthcare Corp. FY24   |   Health Care Providers & Services / Health Care   |   Severity 4

Key Disclosed Risk Language (FY24 10-K — standalone AI risk factor): 

“AI may not always operate as intended, and datasets may be insufficient or contain illegal, biased, harmful or 
offensive information, which could lead to inaccurate diagnoses and treatments.” 

Tenet Healthcare is one of  the largest investor-owned hospital operators in the United States. The FY24 risk 
factor is a new standalone AI disclosure — severity delta 4, meaning the firm did not carry this risk factor a year 
ago — and it names the AI deployment categories directly: “clinical care coordination, medical documentation, 
revenue cycle management and administrative services.” The disclosure then states, in language its outside counsel 
chose for fiduciary reasons, that these systems could produce “inaccurate diagnoses and treatments.” The phrase 
bridges the two prior healthcare disclosures in this section. Pfizer named the payor AI that denies access to care; 
Cigna named the AI that hallucinates on coverage determinations. Tenet names the AI that produces wrong 
clinical outputs inside the hospital itself. Together, these describe an AI-mediated healthcare system in which 
algorithmically generated error is introduced at every stage of  the patient’s journey — the insurer’s coverage 
decision, the hospital’s clinical coordination, and the pharmaceutical company’s access pathway. The Antiqua et 
Nova ¶78 principle that healthcare professionals are “guardians and servants of  human life” is being structurally 
challenged at each link in the chain, and the firms themselves have named the risks.

Opportunities for Alignment: 

Antiqua et Nova ¶71 (AI 
must not displace the 
moral judgment of  medical 
professionals); 

Antiqua et Nova ¶78 (healthcare 
professionals as guardians and 
servants of  human life);

When a hospital operator deploys AI in clinical care coordination and 
discloses that the technology could lead to “inaccurate diagnoses and 
treatments,” the question the Catholic tradition poses is whether the 
governance architecture preserves the clinician’s moral judgment as the 
decisive authority in a diagnostic chain that now includes algorithmic inputs 
acknowledged by the deployer to be unreliable.

Catechism ¶2288 (the right to 
medical care as constituent of  
human dignity); 

A patient whose diagnosis is mediated by an AI system that the deploying 
hospital has acknowledged may produce inaccurate outputs is not receiving 
the standard of  care the Catholic tradition requires — regardless of  whether 
the inaccuracy is detected. The gravity of  the decision determines the gravity 
of  the governance. Diagnostic decisions are among the most consequential 
that a healthcare institution makes, and the governance architecture 
surrounding AI in that context must be commensurate.

Laborem Exercens §6 (the 
clinician as subject of  work, not 
instrument of  a system). 

The clinician whose diagnostic judgment is mediated, supplemented, or 
functionally replaced by AI in “clinical care coordination” faces the same 
question posed to the industrial worker: whether the technology serves 
the person’s vocation or subordinates it. When a hospital operator names 
“medical documentation” and “clinical care coordination” as AI deployment 
categories in the same risk factor acknowledging risk of  inaccurate clinical 
outputs, the encyclical’s concern is in the operating room.

Magnifica Humanitas 
§105 (opacity impeding 
responsibility)

“In many cases, however, the internal processes leading to a result remain 
opaque, making it harder to assign responsibility and correct errors.” In a 
clinical setting, the encyclical concerns engagement asks for high-impact 
diagnostic AI to remain explainable and contestable, with a documented 
human-review checkpoint preserving the clinician’s judgment as decisive.
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Dilemma 2: The Image of God in an Age of Synthetic Persons 

FOUNDATIONAL DOCTRINE 

As established in Section I, the ontological claim of  imago 
Dei cannot be dismissed simply because it is economically 
inconvenient. The human person occupies a category 
that no creature, no system, and no machine can occupy. 
The Catechism states plainly: the human person is “the 
only creature on earth that God has willed for its own 
sake.”43 The Catholic teaching on idolatry follows from 
the same anthropology. The First Commandment is the 
protection of  the right relationship between Creator and 
creature. Exodus 20:2–3: “I am the Lord your God, who 
brought you out of  the land of  Egypt, out of  the house 
of  bondage. You shall have no other gods before me.”44 
The Catechism applies this principle broadly: idolatry 
“consists in divinizing what is not God,” whether power, 
pleasure, the state, money, or any creature in place of  the 
Creator.45 The principle is not that human-made things 
are inherently corrupt, rather, that the human person is 
wired for communion with God, and any technology 
that positions itself  as a substitute for that communion 
— or for the human relationships through which that 
communion is mediated — operates against the structure 
of  what the human person is. 

This anthropology has direct implications for AI 
deployed as a substitute for human relationships. Antiqua 
et Nova warns that “in an increasingly isolated world, 
some people have turned to AI to simulate human 
connection. We are called to engage with reality rather 
than retreating into artificial worlds where relationships 
with God and others are replaced by interaction with 
technology.”46 The document is more pointed on the 
question of  children: “Anthropomorphising AI poses 
specific challenges for the development of  children, 
potentially encouraging them to develop patterns 
of  interaction that treat human relationships in a 
transactional manner.”47 

The Catholic teaching on the protection of  minors 
carries particular weight here. Matthew 18:6: “Whoever 
causes one of  these little ones who believe in me to 
sin, it would be better for him to have a great millstone 

43  Catechism of  the Catholic Church, ¶356.
44  “I am the Lord your God, who brought you out of  the land of  Egypt, out 
of  the house of  bondage. You shall have no other gods before me.” Exodus 
20:2–3, Revised Standard Version Catholic Edition, 2nd edition.
45  Catechism of  the Catholic Church, ¶2113.
46  Antiqua et Nova, ¶62 (paraphrase of  the principle articulated across 
¶¶58–66).
47  Antiqua et Nova, ¶60.

fastened round his neck and to be drowned in the 
depth of  the sea.”48 This passage has informed Catholic 
teaching on the care of  children for two millennia, with 
direct application to AI deployed as companion, tutor, or 
emotional substitute for children in formation.49  

A child interacting with an AI companion is not 
interacting with another bearer of  imago Dei. The child is 
interacting with a system designed to elicit the responses 
of  relationship without participating in relationship — a 
substitution that operates against the formation of  the 
human person. 

Pope Leo XIV addressed this concern directly in his 
December 2025 address to the Centesimus Annus Pro 
Pontifice Foundation. He warned of  the “vulnerability 
of  children and young people in this new reality, where 
their freedom and spirituality are at stake, as well as 
their intellectual and neurological development.”50 The 
November 2025 Builders AI Forum at the Pontifical 
Gregorian University was punctuated by the testimony 
of  Megan Garcia, a mother whose son took his own 
life after extended interactions with a companion AI 
chatbot.51  

MODERN APPLICATION 

AI deployed as a substitute for human relationship 
— companion chatbots, AI tutors for children, AI-
mediated friendship and intimacy, parasocial substitution 
— is a substantial and growing category of  AI 
commercialization. The product strategy for several 
publicly traded firms now centers on deploying AI in 
contexts that simulate human encounters. Technology 
that positions itself  as a substitute for the relationships 
through which the human person is formed and through 
which the human person relates to God operates against 
the structure of  what the human person is. 

48  Matthew 18:6, Revised Standard Version Catholic Edition, 2nd edition.
49   Dignitas Infinita states the underlying principle. Human dignity is 
“ontological” — belonging to the human person by virtue of  existence, not by 
virtue of  capacity, contribution, or social recognition. Dignitas Infinita, ¶7.
50  Pope Leo XIV, Address to the Centesimus Annus Pro Pontifice 
Foundation and the Strategic Alliance of  Catholic Research Universities, 5 
December 2025.
51  Builders AI Forum, Pontifical Gregorian University, Rome, 7 November 
2025. The Garcia case has been documented in litigation filed against 
Character.AI and in subsequent reporting; the testimony at the Builders Forum 
was reported by Catholic News Agency and other Vatican-credentialed outlets.
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The Catholic teaching does not require that all AI 
in social contexts be excluded. It requires that AI 
deployment in contexts involving the formation of  the 
human person — and particularly the formation of  
children — be governed by the principle that the human 
person is not interchangeable with a system designed to 
imitate the responses of  relationship. 

Specific applications of  this principle include three 
theological claims of  import. First, AI must not be 
deployed in ways that obscure the distinction between 
the human person and the machine. Antiqua et Nova 
is explicit: “It is crucial to avoid Anthropomorphising 
AI and to maintain the distinction between the human 
person and the products of  AI.”52 A user interacting with 
AI must know that he or she is interacting with AI.  

Second, AI must not be deployed in ways that substitute 
for the relationships through which the human person 
is formed. The Catholic tradition holds that the human 
person is formed in family, in community, in friendship, 
and in encounter with God.  

Finally, AI must not be deployed in contexts of  pastoral 
or spiritual care without governance commensurate 
with the gravity of  those contexts. The Catholic 
tradition is unambiguous that pastoral care is a form 
of  human encounter, mediated by persons formed in 
the tradition and accountable within it. AI tools that 
present themselves as substitutes for spiritual direction, 
for confession, or for pastoral relationship fail Catholic 
teaching not because they are technological but because 
they propose to perform what only human persons in 
genuine relationship can perform. 

52  Antiqua et Nova, ¶62.

Magnifica Humanitas speaks directly to the questions 
raised by synthetic persons and companion systems. Leo 
XIV cautions that the “artificial imitation of  positive 
human communication — words of  advice, empathy, 
friendship and even love” can create “the illusion of  a 
relationship with a real personal subject,” and that its 
greatest danger is not deception but atrophy: a person 
“may gradually lose the very desire to form genuine 
human connections” (§100). This follows from the 
encyclical’s anthropology, which holds that these systems 
“do not know from within what love, work, friendship 
or responsibility mean” (§99). The document is most 
concrete about minors, calling on legislators to set “age 
limits” and to hold “service providers accountable rather 
than shifting the whole burden of  control onto families” 
(§142), and it warns against “the promise of  the perfect 
machine” (§140). These are engagement-ready design 
and governance questions through which faith-based 
investors can counter the global race to deregulate and 
compete. 
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MATERIAL DISCLOSURES 

The disclosed risks below span social platforms, entertainment, media, and telecommunications. Each describes, 
in language outside counsel did not choose for doctrinal reasons, the same underlying anthropological dynamic the 
Catholic tradition has identified: the substitution of  synthetic for human encounter, the deployment of  AI in contexts 
involving the formation of  children, and the replication of  human identity without consent.  

Urban One Inc. FY25   |   Media / Communication Services   |   Severity 4

Key Disclosed Risk Language (FY25 10-K):

“The increasing use of  AI-generated voices, automated personalities, and synthetic content across the industry 
may lead to a shift in audience behavior where listeners prioritize or are unable to perceive ‘human authenticity.’”

Urban One is a Black-owned radio broadcaster whose competitive advantage rests on live, local, human 
broadcasting. The FY25 risk factor opens its AI section with the disclosure language quoted above. The phrase 
“or are unable to perceive ‘human authenticity’” is unusually direct: a corporate filing names, in fiduciary language, 
the dynamic Antiqua et Nova ¶60 warned against with the further concern that audiences may lose the capacity to 
distinguish the real from the fabricated. This is the closest single corporate-filing analog to the Antiqua et Nova 
thesis in the entire disclosure corpus.  

Opportunities for Alignment: 

Pope Leo XIV, repeated 
framing of  AI as a tool 
that must serve rather than 
substitute for human persons. 

When a broadcaster discloses that audiences may become “unable to perceive 
human authenticity,” the substitution has progressed beyond choice to 
capacity — the human person may lose the ability to distinguish the real from 
the synthetic.

Catechism ¶2113 (idolatry as 
divinizing what is not God); 

A media environment in which synthetic content becomes indistinguishable 
from human encounter erodes the perceptual architecture through which the 
human person recognizes the real.

Fratelli Tutti (atomization 
replacing community); 

Antiqua et Nova ¶60 (AI 
substituting for human 
encounter); 

Fratelli Tutti warned that connection without authentic encounter produces 
atomization rather than community. When “automated personalities” 
replace human broadcasters in the medium that enters a household daily, the 
encounter is not merely mediated — it is fabricated. The Catholic tradition 
holds that authentic human encounter is not optional for human flourishing.

Magnifica Humanitas §132 (the 
boundary between truth and 
falsehood)

“Tools that could foster dialogue and participation are often used to construct 
distorted narratives and blur the boundaries between truth and falsehood, 
mixing facts with opinions.” Urban One’s disclosure that audiences may 
become unable to perceive human authenticity is the broadcast-market form 
of  the erosion the encyclical names: when the synthetic is indistinguishable 
from the human, the boundary between truth and falsehood becomes 
imperceptible to the listener.
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Gogo Inc. FY25   |   Wireless Telecommunication Services / Communication Services   |   Severity 4

Key Disclosed Risk Language (FY25 10-K):

“There is already active product liability and wrongful death lawsuits in the US alleging that AI technologies have 
contributed to serious harm, including suicide, which underscores the potential for significant legal exposure and 
reputational harm.”

Gogo is an in-flight connectivity provider with indirect exposure to AI-driven harm. The disclosure is therefore 
noteworthy: a firm without direct AI-product exposure is naming the wrongful-death-from-AI litigation as a 
material risk affecting the broader ecosystem. The Catholic teaching frame has a documented corporate-filing 
analog. The dynamic Antiqua et Nova warned against — AI deployed as substitute for human relationship in the lives 
of  vulnerable young persons — has produced documented harm, documented litigation, and documented fiduciary 
risk.53 

Opportunities for Alignment: 

When a corporate filing discloses that AI technologies have “contributed 
to serious harm, including suicide” among users, the dynamic the Gospel 
passage warns against has entered the disclosure record.

Matthew 18:6 (the protection 
of  children); 

Antiqua et Nova ¶60–61 (AI 
simulating human connection; 
anthropomorphising AI for 
children); 

Dignitas Infinita (ontological 
dignity of  the child); 

The wrongful-death litigation this disclosure references involves AI 
companion products that presented themselves as substitutes for human 
relationship to vulnerable young users. The Catholic teaching on the 
formation of  children — that they are imago Dei in the process of  becoming 
— makes the gravity of  this harm distinctive.

Pope Leo XIV, December 
2025, on the vulnerability of  
children and young people. 

Pope Leo XIV addressed the “vulnerability of  children and young people 
in this new reality” in December 2025. By 2026, the vulnerability he named 
has been documented in court filings and acknowledged as material risk 
by publicly traded firms with no direct AI-product exposure. The distance 
between the papal statement and the corporate filing is twelve months.

53   Megan Garcia testified to this dynamic at the Builders AI Forum at the Pontifical Gregorian University in November 2025; by 2026, the dynamic she 
described has entered the SEC disclosure record.
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Meta Platforms Inc. FY25   |   Interactive Media / Communication Services   |   Severity 5

Key Disclosed Risk Language (FY25 10-K — AI initiatives risk factor): 

“We have been the subject of  media and government scrutiny relating to AI and AI chatbots, including inquiries 
and investigations by the FTC, members of  Congress and state attorneys general.” 

Meta carries two distinct FY25 risk factors of  immediate relevance. The AI initiatives risk factor names FTC, 
Congressional, and state-AG scrutiny of  the firm’s AI chatbots. A companion class-action risk factor discloses 
pending COPPA litigation alleging that Facebook and Instagram cause “social media addiction” in users and naming 
violations of  the Children’s Online Privacy Protection Act related to younger users specifically. Together, they 
constitute Meta’s acknowledgment that the regulatory and litigation environment that has emerged in the wake of  
AI companion products deployed to children is material to its business. The largest social platform in the world has 
named the dynamic in its own filings.

Opportunities for Alignment: 

Antiqua et Nova ¶61 
(anthropomorphising AI poses 
specific challenges for the 
development of  children); 

When the largest social platform discloses FTC, Congressional, and state-
AG scrutiny of  its AI chatbot products alongside active COPPA litigation 
involving younger users, the regulatory environment has caught up to the 
doctrinal concern.

Matthew 18:6 (the protection 
of  children); 

Pope Leo XIV, December 
2025, on children’s freedom, 
spirituality, and neurological 
development.

The Catholic tradition on the protection of  minors holds that the formation 
of  the child is a sacred trust — not a market segment. AI chatbot products 
deployed to a user base that includes children carry obligations the Catholic 
tradition has articulated with particular gravity since Matthew 18:6. The 
question is not whether the platform intended harm but whether the product 
design respected the developmental vulnerability of  the users it reached.

Dignitas Infinita (ontological 
dignity of  the child); 

Dignitas Infinita affirms that human dignity is ontological — belonging to the 
child by virtue of  existence, not by virtue of  the child’s capacity to consent 
to the terms of  service governing a platform. The distinction between the 
ontological dignity of  the child and the contractual architecture of  platform 
engagement is one Catholic teaching draws with precision.
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Universal Music Group NV FY25   |   Entertainment / Communication Services   |   Severity 5

Key Disclosed Risk Language (FY2025 Annual Report — standalone ‘Generative AI’ risk factor): 

“UMG is pursuing the establishment of  legislative and regulatory ‘guardrails’ for AI, including backing legislation 
that, if  enacted, would establish a federal right of  publicity in the United States to help protect Americans’ image, 
likeness and voice.” 

Universal Music Group is the most aggressive listed equity in the corpus on the question of  AI-generated synthetic 
persons. The FY25 risk factor names three pieces of  active litigation — against Anthropic, Suno, and Udio — and 
discloses UMG’s lobbying activity for a federal right of  publicity in the United States. A companion FY26 IP risk 
factor names the “unauthorized reproduction of  copyrighted works, names, images, likeness and voices of  UMG’s 
artists and songwriters” to train AI-generated applications. UMG is publicly building the legal architecture to protect 
the “image, likeness and voice” of  identified persons — a project that aligns directly with the Catholic teaching 
on the dignity of  the human person as bearer of  imago Dei. This is the rare case in the corpus where Catholic 
institutional investors would be reinforcing, rather than redirecting, a major listed equity’s existing course of  action.

Opportunities for Alignment: 

Dignitas Infinita (ontological 
dignity — the irreducible 
particularity of  each person); 

Catechism on the dignity of  the 
person and the prohibition of  
false witness

When AI systems generate synthetic reproductions of  a person’s voice, 
likeness, and creative expression without consent, the dignity Catholic 
teaching locates in the irreducible particularity of  each human person is 
violated — the person has been treated as raw material for a system’s output.

Genesis 1:26–27 (the human 
person as imago Dei); 

The legal architecture UMG is building — a federal right of  publicity 
protecting “Americans’ image, likeness and voice” — operates from a premise 
the Catholic tradition has held since Genesis: that the identity of  each human 
person is not a commodity to be reproduced at will.

Laborem Exercens §6 (the 
worker’s right to the fruits of  
labor)

Artists and songwriters whose voices and creative work are used without 
consent to train AI models that then compete with them face a violation that 
bridges Dilemma 1 (the dignity of  work) and Dilemma 2 (the dignity of  the 
person). The two dilemmas share the same anthropology.
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Snap Inc.  FY25   |   Interactive Media  / Communication Services   |   Severity 5

Key Disclosed Risk Language (FY25 10-K): 

“Particular attention from federal, state, and foreign legislative and regulatory bodies regarding use of, and 
perceived harms of, AI by vulnerable populations, including teens.” 

Snap names “My AI” — its persistent AI chatbot product — directly in the FY25 risk factor, alongside the 
disclosure language quoted above identifying “vulnerable populations, including teens” as the regulatory pressure 
point. Snap’s user base skews young; My AI is the product most directly implicated in the Antiqua et Nova ¶61 
concern about Anthropomorphising AI for children’s development. The pairing is significant: the same risk factor 
that names the product names the population. The firm has disclosed both what it has built and whom it affects.

Opportunities for Alignment: 

Matthew 18:6 (the protection 
of  children); 

When a platform whose user base skews young names its persistent 
AI chatbot product in the same risk factor that identifies “vulnerable 
populations, including teens” as the regulatory pressure point, the connection 
between product design and doctrinal concern is direct.

Catechism on the formation 
of  the person through human 
relationship. 

A persistent AI chatbot that a child addresses by name and engages with daily 
substitutes a system for the human encounters that the Catholic tradition 
considers constitutive of  human formation.

Antiqua et Nova ¶61 
(anthropomorphising AI for 
children’s development); 

Antiqua et Nova’s caution against Anthropomorphising applies with force to 
products deployed to users whose developmental capacity to maintain that 
distinction is still forming.
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Dilemma 3: The Common Good and the Concentration of Power

FOUNDATIONAL DOCTRINE

The Catholic tradition has always understood 
concentrated economic power as theologically and 
morally problematic in the absence of  accountability.54 

The systematic principle is subsidiarity. Quadragesimo 
Anno (1931) articulated it definitively: “Just as it is 
gravely wrong to take from individuals what they can 
accomplish by their own initiative and industry and give 
it to the community, so also it is an injustice and at the 
same time a grave evil and disturbance of  right order to 
assign to a greater and higher association what lesser and 
subordinate organizations can do.”55 The principle applies 
to the state, but it applies equally to the firm and to any 
institution capable of  consolidating decisions that ought 
to be distributed.

The principle is developed across the modern magisterial 
tradition. Mater et Magistra (John XXIII, 1961) addressed 
the concentration of  economic power as a social problem 
requiring active political response.56 Centesimus Annus 
(John Paul II, 1991) updated the analysis for the post-
Cold War economy.57 The encyclical warned against 
the dynamics that follow when the principal economic 
resource is held by a small number of  actors, even when 
those actors operate within legal markets.

Laudato Si’ (Francis, 2015) critique of  the technocratic 
paradigm includes a structural diagnosis of  the 
relationship between concentrated technology, 
concentrated finance, and the subordination of  the 
common good to private interest. Paragraph 109: 
“Finance overwhelms the real economy.”58 The line 
is not metaphor, but a structural claim about what 
happens when financial logic governs the deployment of  
technologies whose consequences extend far beyond the 
firms that deploy them.

54  The Catholic teaching on power begins with a warning. In 1 Samuel 8, 
Israel asks the prophet Samuel for a king. Samuel warns that the king will take 
their sons for his armies, their daughters for his service, the best of  their fields 
for his nobles, and a tenth of  their grain. Israel asks for a king anyway, and 
the kingship that follows produces both the heights and the fall of  the nation. 
The passage establishes a pattern that runs through the Hebrew Scriptures: 
concentrated power, including legitimately constituted power, requires moral 
architecture commensurate with its capacity to harm. 1 Samuel 8:10–18, 
Revised Standard Version Catholic Edition, 2nd edition (paraphrase of  the 
prophetic warning).
55  Pius XI, Quadragesimo Anno, ¶79.
56  John XXIII, Mater et Magistra: On Christianity and Social Progress 
(15 May 1961), particularly ¶¶79–93 on the relationship between economic 
concentration and the common good.
57  “The possession of  know-how, technology and skill” had become 
“perhaps the principal resource.” John Paul II, Centesimus Annus, §32.
58  Francis, Laudato Si’, ¶109.

Antiqua et Nova states the application to AI directly: “the 
concentration of  control by a few powerful companies 
over mainstream AI applications raises significant 
ethical concerns, particularly around accountability and 
manipulation.”59  The encyclical extends the principle 
to the broader technocratic framing: “Pope Francis has 
warned against a ‘technocratic paradigm’ in which it is 
perceived that all the world’s problems can be solved 
through technological means alone. This creates a danger 
of  human dignity and fraternity being set aside in the 
name of  efficiency.”60 

Pope Leo XIV’s question in his address to the 
Centesimus Annus Pro Pontifice Foundation —”How 
can we ensure that the development of  artificial 
intelligence truly serves the common good, and is not 
just used to accumulate wealth and power in the hands of  
a few?”61 — is recognizably continuous with Centesimus 
Annus and Rerum Novarum. It is the question Catholic 
institutional investors evaluating exposure to the AI 
oligopoly must ask themselves.

MODERN APPLICATION

The capital expenditure required to train frontier 
models is now several hundred billion dollars annually, 
with frontier AI development concentrated among 
approximately eight to ten globally significant firms. The 
necessary compute capacity is concentrated in a smaller 
number of  firms still. The application of  frontier models 
to enterprise, consumer, government, and defense 
markets is dominated by an even tighter set of  actors.

The dynamics violate the principle of  subsidiarity — not 
by malicious intent but by the underlying economics 
of  frontier AI development. The Catholic teaching on 
concentrated power does not require the absence of  
large firms. It requires that the decisions affecting human 
persons be subject to accountability commensurate 
with consequences. When a small number of  actors 
make decisions that shape the economic, social, and 
informational conditions of  human life worldwide, 
the accountability architecture demanded by Catholic 
teaching is correspondingly demanding.

59  Antiqua et Nova, ¶51.
60  Antiqua et Nova, ¶52 (paraphrase of  the broader framing developed across 
¶¶51–53).
61  Pope Leo XIV, Address to the Centesimus Annus Pro Pontifice 
Foundation, 5 December 2025.
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Three claims drawn from the magisterial tradition bear 
directly on AI engagement.

First, governance transparency must scale with 
consequence. Centesimus Annus and Antiqua et Nova 
both name accountability as the structural counterweight 
to concentrated power. AI firms whose decisions affect 
billions of  users — including decisions about content 
moderation, algorithmic recommendation, model 
training data, and the deployment of  AI in high-stakes 
contexts — owe a corresponding degree of  governance 
transparency. 

Second, the Rome Call for AI Ethics is a structurally 
significant Catholic engagement instrument. The Rome 
Call was published at the Vatican in February 2020 
and articulated six principles for AI development: 
transparency, inclusion, responsibility, impartiality, 
reliability, security, and privacy. The document has 
been signed by Microsoft, IBM, Cisco, and other major 
firms.62 For Catholic institutional investors, the Rome 
Call signatories represent a distinct engagement subset: 
companies that have made formal public commitments 
at the Vatican to specific AI governance principles. The 
engagement question for those companies is whether 
the implementation evidence matches the commitments 
made.

Third, the principle of  integral human development 
articulated in Populorum Progressio and developed 
through Caritas in Veritate requires that AI be evaluated 
by its contribution to the full development of  the human 
person — not by efficiency, profitability, or technological 
capability alone. Companies whose AI strategies are 
framed exclusively in terms of  capability, market share, or 
compute scale, without reference to the human persons 
whose lives the technology will affect, fall outside the 
framework that Catholic teaching considers adequate to 
the gravity of  the technology.

62  Pontifical Academy for Life, Rome Call for AI Ethics (28 February 2020). 
Signatories include Microsoft, IBM, Cisco, and (subsequently) additional 
corporate, academic, and governmental institutions.

Magnifica Humanitas frames the concentration of  AI 
capability as a question of  subsidiarity and the universal 
destination of  goods. The encyclical observes that in 
the digital revolution “the highest level is not the State, 
but rather major economic and technological actors that 
exercise de facto power over the conditions of  everyday 
life” (§71), and it extends the universal destination 
of  goods to “patents, algorithms, digital platforms, 
technological infrastructure and data” (§67). Naming the 
problem plainly, it calls for exposing “this new form of  
epistemic, economic and political asymmetry” and “the 
new monopolies of  AI” (§109). Leo XIV’s prescription 
is not divestment but governance: in the age of  AI, “it 
is no longer possible to rely solely on the ‘invisible hand’ 
of  the market” (§163), and concentrated power must be 
met with transparency, accountability, and meaningful 
participation rather than withdrawal.

MATERIAL DISCLOSURES

Unlike dilemmas 1 and 2, which operate primarily at the 
boundary between a firm and the human persons its 
products affect, dilemma 3 operates at the level of  market 
structure itself. The question is whether the structure of  
the AI economy satisfies the principles of  subsidiarity, 
accountability, and integral human development 
developed by Catholic Social Teaching across the 
modern magisterial period. The firms below — spanning 
chip designer, equipment monopoly, cloud platform, 
infrastructure supplier, and historical competitor that 
could not compete — describe a concentration that is 
disclosed, quantified, and named as material risk by the 
firms most responsible for it.
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NVIDIA Corp.   FY26 | Semiconductors  / Information Technology  |  Severity 5

Key Disclosed Risk Language (FY26 10-K — supply and capacity risk factor): 

“Access to capital can be particularly constrained for less-capitalized companies, which may face difficulties 
securing financing for large-scale infrastructure projects.” 

NVIDIA dominates AI hardware, producing the leading GPUs for frontier model training with near monopoly 
status. The FY26 risk factors address three of  four aspects from Catholic teaching on AI concentration: Capital, 
noting constrained access for less-capitalized firms; Energy, highlighting the complex, multi-year process of  
expanding capacity; and Regulatory, pointing out increasing export restrictions on AI semiconductors like GPUs. 
This risk reflects over a century of  magisterial analysis on concentrated economic power.

Opportunities for Alignment: 

Laudato Si’ ¶109 (finance 
overwhelming the real 
economy); Centesimus Annus §32 
(knowledge and technology as 
the principal resource);63

When the firm at the center of  the AI hardware supply discloses that capital 
access is “particularly constrained for less-capitalized companies,” it confirms 
in fiduciary language what the encyclical described in moral terms: the AI 
economy is structurally bounded by capital access, not by intent or capability.

Laudato Si’ ¶165 (concentration 
of  resource consumption); 

Laudato Si’ ¶165 articulates the integral ecology framework in which the 
concentration of  resource consumption for technological purposes displaces 
other social uses of  those resources. NVIDIA’s disclosure that expanding 
energy capacity is a “complex, multi-year process” names the displacement 
dynamic: every megawatt allocated to AI data center buildout is a megawatt 
not available for other uses, in a global grid that is itself  constrained.

Antiqua et Nova ¶51 
(concentration of  control over 
mainstream AI applications); 
Pope Leo XIV, December 
2025, to the Centesimus Annus 
Pro Pontifice Foundation.

The concentration of  control that Antiqua et Nova ¶51 names is disclosed, 
quantified, and named as material risk by the firm most responsible for it.

Magnifica Humanitas §95 
(concentrated power evading oversight)

“When such power is concentrated in the hands of  a few, it tends to become 
opaque and evade public oversight, increasing the risk of  distorted forms of  
development that give rise to new dependencies, exclusions, manipulations 
and inequalities.” This states the concern in Antiqua et Nova ¶51; the 
following engagement discloses compute-allocation governance—how the 
firm decides on frontier capability—and the human-rights diligence involved.

Magnifica Humanitas §101 
(the material footprint of  AI)

“Current AI systems require enormous amounts of  energy and water, 
significantly influencing carbon dioxide emissions, and place heavy demands 
on natural resources.” Disclosing that growing energy capacity is a complex, 
multi-year process gives the encyclical’s environmental teaching a fiduciary 
anchor; the engagement routes data-center energy and water intensity 
through credible efficiency and transition plans, aligning with the magisterial 
preference for gradual change.

63   Centesimus Annus §32 warned that “the possession of  know-how, technology and skill” had become the principal economic resource, and anticipated the 
consequences when that resource concentrates.
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Microsoft Corp.   FY25 | Software  / Information Technology  |  Severity 5

Key Disclosed Risk Language (FY25 10-K — AI risk factor): 

“This AI may be developed by Microsoft or others, including our strategic partner, OpenAI.” 

Microsoft is the largest single foundation-layer AI deployer by combined cloud capacity, model partnership, 
and enterprise integration. The FY25 risk factor names OpenAI as the firm’s strategic partner and discloses the 
deployment of  “agentic AI systems that can take actions autonomously.” Microsoft is also a Rome Call for AI 
Ethics signatory (February 2020). The combination of  a Vatican-signed commitment, a named strategic partnership 
with the leading frontier AI lab, and the self-disclosed deployment of  autonomous AI agents makes Microsoft the 
most directly accountable firm in the corpus for this dilemma. The engagement frame already exists; the question is 
whether the firm’s implementation matches its commitments.

Opportunities for Alignment: 

Rome Call for AI Ethics 
(Vatican, 2020), all six 
principles; 

When a Rome Call signatory discloses a strategic partnership with the leading 
frontier AI lab and the deployment of  autonomous AI agents, each of  the 
six Rome Call principles maps directly to specific governance questions about 
those disclosed deployments. The accountability architecture that the Vatican 
established in 2020 is now operational in the disclosure record.

Centesimus Annus §32 
(concentration of  knowledge); 

Antiqua et Nova ¶51 
(concentration of  control over 
mainstream AI applications);

Microsoft’s strategic partnership with OpenAI represents the consolidation 
of  frontier AI capability within a single corporate relationship. The Catholic 
teaching requires that the governance architecture surrounding them be 
commensurate with the scale of  their consequences for the common good.

Caritas in Veritate (integral 
human development)

When “agentic AI systems that can take actions autonomously” are deployed 
at enterprise scale, the human-impact assessment governing that deployment 
must be of  corresponding quality. The disclosure record does not yet show 
that assessment at the specificity the principle requires.

Magnifica Humanitas §109 
(naming the new monopolies 
of  AI)

“In a world where data, computational resources and regulatory influence 
remain in the hands of  a few, to speak of  the common good means exposing 
this new form of  epistemic, economic and political asymmetry and naming 
the new monopolies of  AI.” For a Rome Call signatory at the center of  
the frontier-AI partnership, the encyclical turns the 2020 pledge into an 
accountability question: board-level accountability for disclosed concentration 
risk, including transparency on interoperability and third-party access.

Magnifica Humanitas §101 (costs 
displaced onto the disadvantaged)

“True progress is not what increases the wellbeing of  some by degrading 
ecosystems, shifting costs onto the most disadvantaged communities, or 
compromising the living conditions of  those who will follow us.” Microsoft’s 
data-center buildout raises the encyclical’s siting question: community-
impact disclosure for new facilities—water draw, grid burden—to prevent AI 
infrastructure costs from harming those least able to bear them.
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Intel Corp.   FY25   |   Semiconductors  / Information Technology   |   Severity 5 

Key Disclosed Risk Language (FY25 10-K):

“We also missed the significant shift in compute demand to GPUs optimized for AI workloads and have been 
unsuccessful to date in becoming a meaningful participant in that market.”

Intel’s FY25 disclosure is the cleanest single corporate-filing acknowledgment of  AI capability concentration. The 
firm that for 40 years was the dominant designer of  general-purpose compute publicly discloses that it “missed 
the significant shift” to GPU-optimized AI compute and writes off  $1.3 billion in Gaudi AI accelerator inventory 
across two years. Even Intel, with capital and engineering resources at the upper bound of  what listed equities can 
deploy, was not able to participate meaningfully in the AI hardware market. The doctrinal interest is not Intel’s 
failure but what the failure demonstrates about the structure of  the market itself.

Opportunities for Alignment: 

Centesimus Annus §32 
(concentration of  the principal 
economic resource); 

When a firm of  Intel’s scale and history discloses that it could not 
meaningfully compete in AI hardware, Centesimus Annus §32’s concern is 
confirmed: the concentration is not the product of  competitors failing to try. 
It is a structural feature of  a market in which the capital, engineering, and 
ecosystem requirements exceed what even the largest alternative entrants can 
assemble.

Antiqua et Nova ¶51 
(concentration of  control). 

A market structure in which a single firm holds effective monopoly over 
AI training hardware — and in which the next-largest historical competitor 
publicly discloses its failure to compete — has moved beyond the conditions 
subsidiarity contemplates.

Quadragesimo Anno §79 
(subsidiarity — meaningful 
participation at every level); 

Catholic teaching requires that concentrated economic power be subject to 
appropriate accountability. Intel’s disclosure establishes the factual predicate: 
the AI hardware market is concentrated at a level the Catholic tradition has 
historically understood as requiring moral architecture exceeding market 
dynamics.
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ASML Holding NV   FY25   |   Semiconductors  / Information Technology   |   Severity 5 

Key Disclosed Risk Language (FY25 20-F — regulatory compliance risk factor): 

“The regulatory environment regarding export and sanctions has become increasingly restrictive, and, as a result, 
our ability to sell some of  our products and services to certain customers is subject to restrictions and requires 
government authorization.” 

ASML is the sole producer of  extreme ultraviolet lithography systems — the equipment required to manufacture 
leading-edge AI chips. The firm’s market position is the cleanest example of  effective monopoly in the entire AI 
supply chain: TSMC, Samsung, and Intel each depend on ASML for the equipment that produces the chips that 
NVIDIA designs that train the models. The FY25 risk factor discloses the export-control architecture that governs 
ASML’s ability to ship to certain customers, particularly in China. The Catholic teaching frame applies in two 
directions: the concentration of  capability in a single firm raises subsidiarity concerns even where the firm operates 
legally and competently, and the use of  regulatory architecture to govern who can access ASML’s equipment is the 
contemporary form of  the political allocation question Catholic teaching has applied to economic concentration 
since the Hebrew Scriptures.

Opportunities for Alignment: 

Quadragesimo Anno §79 
(subsidiarity); 

Centesimus Annus §32 
(concentration of  technological 
capability);

ASML’s position — sole producer of  the equipment without which leading-
edge AI chips cannot be manufactured — represents a concentration that the 
principle of  subsidiarity was developed to address. The firm operates legally 
and competently; the moral concern is not with the firm but with a market 
structure in which the entire AI economy depends on a single source for its 
foundational manufacturing input.

1 Samuel 8 (concentrated 
authority directing economic 
resources for political 
purposes); 

The export-control regime governing ASML’s customers is the contemporary 
form of  this dynamic: sovereign states determine which nations, firms, and 
applications may access the equipment on which AI capability depends. The 
allocation of  AI capability is no longer a market question alone; it is a political 
question, and the Catholic tradition has addressed the moral architecture of  
political allocation since the Hebrew Scriptures.

Antiqua et Nova ¶51 
(concentration of  control).

When a single equipment producer and a small number of  sovereign 
regulators together determine which societies will participate in the AI 
economy, the governance architecture that the Catholic tradition requires is 
correspondingly demanding.
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Arista Networks Inc.   FY24   |   Comms Equipment / Information Technology   |   Severity 2 

Key Disclosed Risk Language (FY24 10-K — customer concentration risk factor): 

“Sales to our end customer Meta Platforms represented 15%, 21% and 26% of  our total revenue, respectively for 
the years ended 2024, 2023 and 2022.” 

  

Arista Networks is the leading AI data center networking firm. The FY24 risk factor discloses Meta Platforms as 
a 15–26% revenue customer over three years; Microsoft has historically been Arista’s other named customer at 
approximately 20% of  revenue. More than 40% of  the firm’s revenue depends on two of  the seven hyperscalers 
driving AI capital expenditure. The disclosure is the cleanest single example of  the AI concentration dynamic 
operating at the supply-chain level: a leading infrastructure provider is structurally subordinated to decisions made 
by a small number of  customer organizations. The concentration does not stop at the hyperscalers. It cascades.

Opportunities for Alignment: 

Centesimus Annus §32 
(concentration of  capital 
decisions); 

When a firm’s revenue is structurally dependent on two customer organizations 
whose AI capital expenditure decisions are made at scale without reference to 
the supplier’s interests, the supplier’s capacity for independent governance is 
constrained by the concentration it serves.

Quadragesimo Anno §79 
(subsidiarity); 

The hyperscaler concentration does not affect only the hyperscalers themselves; 
it cascades through the supply chain, subordinating the firms that build, connect, 
and power AI infrastructure to decisions made by a small number of  actors. 
Arista’s disclosure makes this cascade concrete and quantified.

Pope Leo XIV, December 
2025, on AI development 
concentration. 

Pope Leo XIV’s question of  whether AI development “truly serves the common 
good, and is not just used to accumulate wealth and power in the hands of  a 
few” is made concrete by the disclosure record. When a leading infrastructure 
firm discloses that more than 40% of  its revenue depends on two customers, the 
structure the papal question addresses is in the filing.
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Opendoor Technologies Inc.    FY25  |  Management & Development / Real Estate  |  Severity 5

Key Disclosed Risk Language (FY25 10-K — standalone AI risk factor): 

“In 2025, we began operating on a ‘default to AI’ basis in all aspects of  our operations.” 

Opendoor is an algorithmic homebuyer using proprietary AI models to make cash offers, buy, and resell homes. 
The FY25 risk factor states that in 2025, they operated on a ‘default to AI’ basis, making AI the primary decision-
maker, with human judgment as an exception. Since pricing and buying homes involve major economic decisions, 
this inversion of  the subsidiarity principle is significant: the homeowner is the lowest participant, while a corporate 
AI model is the highest abstraction. Quadragesimo Anno §79 requires that decisions affecting human persons be 
made at the lowest competent level. Opendoor’s disclosure describes the opposite and names the consequences: 
“unintended biases and discriminatory outcomes” and “impact on human rights.” In a housing context, algorithmic 
discrimination is a Fair Housing Act concern. In the Catholic tradition, it violates the universal destination of  goods 
applied to shelter. The previous entries discuss AI focus at infrastructure—chips, lithography, compute, networking. 
Opendoor shows this concentration reaches households. A platform that buys and sells homes with a “default to 
AI” approach exemplifies how household-level algorithmic finance overwhelms the real economy.

Opportunities for Alignment: 

Laudato Si’ ¶109 (finance 
overwhelming the real 
economy); 

Centesimus Annus §32 
(concentration of  
knowledge as the principal 
economic resource); 

When a firm declares “default to AI” in a business whose core transaction is 
the pricing and purchase of  a family’s home, the principle is not abstract. The 
question Catholic teaching poses is whether the homeowner on the other side 
of  the transaction has adequate access to the reasoning by which the offer was 
generated, or whether the most consequential financial decision of  a household’s 
life is mediated by a system the firm acknowledges may produce “inaccurate 
outcomes based on flaws in the underlying data.”

Catechism ¶2211 and 
Catholic teaching on the 
universal destination of  
goods (right to shelter as 
constituent of  the common 
good). 

The Catholic teaching on the universal destination of  goods holds that shelter 
is not a discretionary commodity; it is a constituent of  the common good. 
When the terms of  access to shelter are set by an algorithm operating on a 
“default to AI” basis, the governance architecture that the tradition requires is 
correspondingly demanding.

Quadragesimo Anno §79 
(subsidiarity — decisions 
affecting human persons 
made at the lowest 
competent level); 

The firm discloses that its AI may produce “unintended biases and 
discriminatory outcomes” and “impact on human rights.” In the housing 
context, algorithmic bias is a documented pattern with a legal architecture (the 
Fair Housing Act) and history. Catholic teaching on the preferential option 
for the poor — articulated across Rerum Novarum, Populorum Progressio, 
and Laudato Si’ — holds when technology produces discriminatory outcomes 
affecting basic needs of  the poor, there’s moral obligation to govern that system.

Magnifica Humanitas §104 
(systems that treat some lives as 
less worthy)

“If  a system is designed or used in a way that treats some lives as less worthy, or 
excludes them without the possibility of  appeal, then it is not merely a tool ‘to be 
used well,’ since it has already introduced criteria that contradict the inalienable 
dignity of  the human person.” Where the firm admits its models may produce 
“unintended biases and discriminatory outcomes” in housing, the encyclical’s 
test is satisfied. The engagement calls for fair-housing testing and a disclosed 
remediation process, including possibility of  appeal if  disparate outcomes occur.
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Dilemma 4: The Sanctity of Life and the Autonomy of Machines

FOUNDATIONAL DOCTRINE

The Catholic teaching on the sanctity of  human life is the 
most settled and most consistent of  any moral teaching 
in the tradition. It begins in Genesis and runs unbroken 
through 2,000 years of  magisterial development. Genesis 
9:6: “Whoever sheds the blood of  man, by man shall his 
blood be shed; for God made man in his own image.”64  
The reason killing is forbidden is the same reason the 
human person is morally protected: he or she bears the 
image of  God.

The Decalogue states the prohibition directly. Exodus 
20:13: “You shall not kill.”65  The Sermon on the Mount 
intensifies it. Matthew 5:9: “Blessed are the peacemakers, 
for they shall be called sons of  God.”66  The Catholic 
tradition has never read these passages as absolute 
pacifism, but it has consistently read them as imposing 
severe restrictions on the conditions under which the 
taking of  human life can be morally legitimate.

The systematic articulation of  those restrictions is the 
just war tradition, developed by Augustine and refined by 
Aquinas, and articulated in the Catechism of  the Catholic 
Church (¶¶2307–2317). The Catechism’s conditions 
for legitimate use of  force are demanding: the damage 
inflicted by the aggressor must be lasting, grave, and 
certain; all other means must have been shown to be 
impractical or ineffective; there must be serious prospects 
of  success; the use of  arms must not produce evils graver 
than the evil to be eliminated.67 Each of  these conditions 
requires human moral judgment. The Catechism is 
unambiguous: “the evaluation of  these conditions for 
moral legitimacy belongs to the prudential judgment of  
those who have responsibility for the common good.”68 

This requirement of  human moral judgment is the 
doctrinal claim most directly applicable to AI in warfare. 
The Catechism’s just war conditions cannot be satisfied 
by an algorithm. The judgment that damage is lasting, 
grave, and certain; the judgment that other means have 
been exhausted; the judgment that prospects of  success 
are serious; the judgment that the use of  arms will not 
produce greater evils — none of  these is a calculation. 
Each is a moral judgment requiring the prudential 
reasoning of  a human person formed in the moral 

64  Genesis 9:6, Revised Standard Version Catholic Edition, 2nd edition.
65  Exodus 20:13, Revised Standard Version Catholic Edition, 2nd edition.
66  Matthew 5:9, Revised Standard Version Catholic Edition, 2nd edition.
67  Catechism of  the Catholic Church, ¶2309.
68  Catechism of  the Catholic Church, ¶2309 (continuing the conditions for 
just war).

tradition.

Pacem in Terris (John XXIII, 1963) extended the 
principle to technologies of  mass effect. The encyclical’s 
argument, written against the backdrop of  the Cuban 
missile crisis, is that mass-effect technologies demand 
moral architecture commensurate with their power. 
Market dynamics and national interest are insufficient 
to govern them.69  The argument prefigures the 
contemporary discussion of  lethal autonomous weapons 
with unusual precision.

Antiqua et Nova acknowledges that AI may improve 
targeting precision and reduce certain forms of  harm, 
but adds: “the ability to conduct military operations 
remotely can reduce the sense of  moral responsibility 
for the destruction caused by war. Additionally, the 
convenience of  autonomous weapons may make 
warfare a more attractive option, rather than a last 
resort for legitimate self-defence.”70  The development 
and deployment of  AI in armaments should be subject 
to the highest levels of  ethical scrutiny, governed by a 
concern for human dignity and the sanctity of  life, and 
by an awareness of  the immense destructive potential of  
such advanced technologies, with a human person always 
ultimately morally responsible for the use of  weaponry 
in wartime.”71 The decision to take human life cannot be 
delegated to a machine. 

Magnifica Humanitas reexamines the magisterial treatment 
of  war and peace with critical reflection. Aquinas’ “just 
war theory” Leo XIV notes “has all too often been used 
to justify any kind of  war, is now outdated” (§192). He 
ties the point explicitly to autonomous systems: the 
Holy See observes that “the growing ease with which 
autonomous weapons systems can be deployed makes 
war more ‘feasible’ and less subject to human control,” 
violating the principle that armed force be used “only as 
a last resort in cases of  legitimate self-defense” (§197). 
The encyclical’s central judgment is unambiguous: “it is 
not permissible to entrust lethal or otherwise irreversible 
decisions to artificial systems,” for “no algorithm can 
make war morally acceptable” (§198). From this follows 
a non-negotiable requirement that “the decision to use 
lethal force cannot be delegated to opaque or automated 
processes, but must remain under effective, self-aware 
and responsible human control” (§200). The encyclical 
does not retract the right of  legitimate self-defense, nor 

69  John XXIII, Pacem in Terris, ¶¶112–119.
70  Antiqua et Nova, ¶100.
71  Antiqua et Nova, ¶102.
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does it call for exclusion of  the defense sector; it draws a 
clear moral boundary at the delegation of  lethal decision-
making to machines.

Catholic teaching extends beyond active warfare 
to encompass AI-mediated decisions about whose 
life is at risk. Mass surveillance, predictive policing, 
algorithmic determinations of  threat, AI-driven decisions 
about whose communications are monitored, whose 
movements are tracked, and whose dignity is subject to 
algorithmic evaluation — each of  these implicates the 
same anthropology. The human person is imago Dei, not a 
data point in a threat-assessment system.72 

THE MODERN APPLICATION

AI deployment in defense, intelligence, surveillance, and 
adjacent sectors is substantial and growing. The relevant 
categories include autonomous and semi-autonomous 
weapon systems; AI-driven targeting, threat assessment, 
and operational planning; mass surveillance and pattern-
of-life analysis; predictive policing and law-enforcement 
decisioning; and AI-mediated immigration, border, and 
citizenship determinations. 

In 2026, AI-mediated military operations have become 
operational across multiple active conflicts. Defense 
procurement frameworks in the United States and 
allied nations have shifted to incorporate AI capabilities 
at scale. Several frontier AI firms have established 
corporate policies regarding the permitted and prohibited 
applications of  their systems. Anthropic, which has 
publicly refused to permit the use of  its systems for 
autonomous weapons or mass surveillance, has been the 
subject of  litigation regarding that refusal.73 

The Catholic teaching does not require Catholic investors 
to exclude all firms with defense or intelligence exposure. 
The just war tradition – when subjected to careful 
scrutiny – still allows for the development and use of  
arms within strict moral conditions. The teaching requires 
that the AI deployed in these contexts respect the 
principle of  human moral judgment in decisions affecting 
human life, and that the relevant governance architecture 
fits the consequences.

72  The Catechism’s broader teaching on the sanctity of  the person, including 
the dignity of  the person and the corresponding moral obligations, applies 
directly. Catechism of  the Catholic Church, ¶¶2258, 2284–2287.
73  The Anthropic case has been documented in federal litigation and 
subsequent reporting. The characterization of  the company’s refusal as 
consistent with Catholic teaching has appeared in National Catholic Register 
and comparable Catholic outlets, citing Catholic moral theologians on the 
alignment of  the policy with the magisterial tradition.

Three claims drawn from the magisterial tradition bear 
on the engagement opportunity.

First, the line between human-in-the-loop and 
autonomous decision-making is morally significant 
and must be governed accordingly. AI systems that 
recommend targeting, surveillance, or threat-assessment 
decisions to a human decision-maker who then exercises 
moral judgment fall within the just war tradition. AI 
systems that execute such decisions without meaningful 
human intervention fall outside it. 

Second, the governance architecture surrounding dual-
use AI must be commensurate with the dual nature 
of  the use. Many AI systems with civilian applications 
also have military, intelligence, or surveillance 
applications. Firms that develop such systems bear moral 
responsibility for the deployment terms under which the 
systems are made available to government and defense 
customers. Antiqua et Nova states the underlying principle: 
“AI is above all else a tool. Tools point to the human 
intelligence that crafted them and draw much of  their 
ethical force from the intentions of  the individuals that 
wield them.”74  The intentions of  those who deploy dual-
use AI are not extrinsic to the moral evaluation of  the 
technology.

Third, the Catholic teaching on the dignity of  the person 
extends to AI deployment in surveillance and mass-data 
contexts well beyond active warfare. Antiqua et Nova 
warns directly: “(T)he control of  access to personal data 
can grant a certain power over the lives of  others. Privacy 
is vital in order to uphold human dignity and protect the 
legitimate freedom of  the individual, including the right 
to a private life.”75 AI systems that aggregate, analyze, or 
act on the personal data of  populations — particularly 
populations that have not consented and cannot 
meaningfully refuse — implicate the same anthropology 
that grounds the Catholic teaching on warfare.

74  Antiqua et Nova, citing Pope Francis, Address at the G7 Session on 
Artificial Intelligence (14 June 2024).
75  Antiqua et Nova, ¶85.
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MATERIAL DISCLOSURES

This dilemma has a unique evidentiary structure. The doctrinal teaching is settled: two millennia of  magisterial 
development on the sanctity of  human life, articulated in the Catechism referencing the irreducibility of  human moral 
judgment in decisions affecting human life. The corporate disclosure record, by contrast, is uneven. Firms whose 
AI deployment most directly raises Catholic concerns carry standalone risk factors; the firms directly building the 
autonomous-weapons capabilities Pope Francis prohibited — are largely absent from the AI-as-a-social-risk disclosure 
record. What follows surfaces the disclosures that exist and, in one case, the disclosure that does not.

Elbit Systems Ltd.   FY25   |   Aerospace & Defense / Industrials   |   Severity 5 

Key Disclosed Risk Language (FY25 20-F — standalone AI risk factor): 

“Limited explainability and traceability of  AI.” 

Elbit Systems is a major Israeli defense prime with AI-enabled product lines spanning autonomous systems, 
command and control (C4I), and intelligence gathering. The FY25 risk factor names these deployment categories 
and acknowledges “limited explainability and traceability of  AI” in those products. The firm is disclosing that the 
moral judgment the Catechism requires for legitimate use of  force is being applied to systems whose outputs cannot 
be fully traced or explained. This is the structural concern Antiqua et Nova ¶¶99–102 articulates, in a corporate filing.

Opportunities for Alignment: 

Catechism ¶¶2307–2317 
(just war conditions 
requiring human moral 
judgment); 

The Catechism (¶¶2307–2317) is unambiguous: “the evaluation of  these 
conditions for moral legitimacy belongs to the prudential judgment of  those who 
have responsibility for the common good.” Just war conditions require human 
moral judgment. When AI in autonomous systems has “limited explainability 
and traceability,” it impairs the capacity for human moral judgment required by 
the Catechism, due to the system’s resistance to being judged.

Antiqua et Nova ¶¶99–102 
(lethal autonomous weapons 
and moral responsibility of  
human persons); 

Antiqua et Nova requires that “a human person is always ultimately morally 
responsible for the use of  weaponry in wartime.” A system whose outputs can’t 
be fully explained creates an opacity between moral agent and consequence that 
the Catholic tradition prohibits in decisions affecting human life.

Pope Francis’s call for 
the prohibition of  lethal 
autonomous weapons 
systems; 

Pacem in Terris (technologies 
of  mass effect demand 
moral architecture 
commensurate with their 
power). 

Pacem in Terris argued that technologies of  mass effect demand moral 
architecture commensurate with their power. The moral architecture Elbit’s 
disclosure describes — AI deployed in autonomous and intelligence functions 
with limited explainability — has not yet been demonstrated to meet that 
standard.

Magnifica Humanitas §200 
(effective, self-aware and 
responsible human control)

“The decision to use lethal force cannot be delegated to opaque or automated 
processes, but must remain under effective, self-aware and responsible human 
control.” The firm offers limited explainability and traceability in AI used in 
autonomous systems and intelligence, reflecting the opacity the encyclical names. 
The engagement standard is human control: where autonomy stops short of  the 
lethal decision threshold, disclosure and governance apply; where it exceeds, the 
response is exclusion review, not stewardship.
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Palantir Technologies Inc.   FY25   |   Software / Information Technology   |   Severity 5 

Key Disclosed Risk Language (FY25 10-K): 

“If  we enable or offer AI solutions that are controversial or problematic because of  their purported or real 
impact on fundamental rights, privacy, employment, or other societal issues.” 

Palantir, the largest pure-play AI and defense company by market cap, mainly serves US defense, intelligence, 
and law enforcement. Its FY25 risk factors highlight concerns about AI impacting societal rights, acknowledging 
potential false or hallucinatory inferences about customer data or enterprises. The disclosure notes AI could 
produce false inferences about individuals processed by defense and law enforcement. In November 2025, Pope 
Leo XIV addressed the Builders AI Forum at the Pontifical Gregorian University, with registrants from Palantir, 
Microsoft, and Goldman Sachs.

Opportunities for Alignment: 

Antiqua et Nova ¶85 (privacy 
and human dignity in AI 
surveillance contexts); 

Antiqua et Nova ¶85 states that “the control of  access to personal data can grant a 
certain power over the lives of  others. Privacy is vital in order to uphold human 
dignity and protect the legitimate freedom of  the individual.” When a firm 
directly mediating AI deployment in defense and intelligence contexts discloses 
its AI may produce “hallucinatory inferences” about persons, “power over the 
lives of  others” is exercised through systems acknowledged as unreliable.

Catechism ¶¶2284–2287 
(dignity of  the person); 

The Catechism (¶¶2284–2287) articulates the dignity of  the person as the 
structural constraint on the exercise of  authority. When AI systems produce 
false determinations about persons subject to defense, intelligence, or law-
enforcement, those persons’s dignity is affected by an inference the firm 
acknowledges may be wrong. 

Antiqua et Nova ¶¶99–102 
(lethal autonomous weapon 
systems); 

Pope Leo XIV, November 
2025, to the Builders AI 
Forum (Palantir attended). 

Pope Leo XIV told the Builders AI Forum: “The question is not merely what 
AI can do, but who we are becoming through the technologies we build.” This 
applies forcefully to the firms building the technologies through which sovereign 
authority exercises power over the lives of  persons — a category in which the 
governance architecture the Catholic tradition requires is at its most demanding.

Magnifica Humanitas §171 
(social control through massive 
data collection)

“A further risk, less visible but no less serious, is that of  social control made 
possible by the massive collection of  data and use of  algorithmic systems.” The 
encyclical addresses the concern in Antiqua et Nova ¶85: when systems used to 
profile, predict, and influence may hallucinate, the engagement requires customer 
verification and human rights diligence proportional to that power.

Magnifica Humanitas §225 
(cyberspace as battleground) — 
new disclosure angle

“Cyberspace too has become a battleground. Cyberattacks, data manipulation 
and campaigns of  influence, orchestrated with the help of  AI, can destabilize 
entire countries even before open armed conflict erupts.” The framework 
combines Palantir’s defense contracting with governance to prevent civilian use 
and includes reviews for dual-use cyber capabilities.
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Motorola Solutions Inc.   FY24   |  Comms Equipment / Information Technology  |  Severity 5

Key Disclosed Risk Language (FY24 10-K — standalone AI risk factor):

“The AI Act will place significant restrictions on the use of  AI for real-time ‘biometric identification’ by law 
enforcement.” 

Motorola Solutions owns Avigilon, the video analytics platform deployed across US police departments, and the 
Land Mobile Radio infrastructure that ~85% of  US public-safety agencies rely on. The FY24 risk factor is the 
cleanest disclosure in the corpus of  the EU AI Act’s law-enforcement provisions: the firm publicly acknowledges 
that its AI products fall within the scope of  the EU AI Act’s restrictions on real-time biometric identification by law 
enforcement. The disclosure puts a publicly traded firm on record acknowledging that the regulatory architecture 
Antiqua et Nova ¶85 anticipates — state-level governance of  AI deployment in contexts affecting human dignity — 
is now operational law. Additionally, the firm envisions AI operating in its products to help customers “build safer 
communities” — a framing doctrinally adjacent to the Catholic teaching on the common good.

Opportunities for Alignment: 

Antiqua et Nova ¶85 (privacy 
and human dignity in AI 
surveillance); 

Catechism ¶¶2284–2287 
(dignity of  the person); 

Real-time biometric identification by law enforcement — the product category 
the firm discloses — operates at the boundary where state authority meets the 
individual person’s right to privacy. The EU AI Act’s restrictions on this practice 
reflect, in regulatory form, the principle the encyclical articulates in moral terms.

Quadragesimo Anno §79 
(subsidiarity — the 
relationship between state 
authority and the individual 
person); 

The principle of  subsidiarity (Quadragesimo Anno §79) requires that the exercise 
of  authority over the individual person be proportionate, accountable, and 
conducted at the level closest to those affected. AI-mediated biometric 
identification conducted in real time by law enforcement concentrates the power 
of  identification in a system that operates without the knowledge or consent of  
the person identified. 

Catholic teaching on the 
common good (Centesimus 
Annus, Caritas in Veritate). 

Catholic teaching on the common good holds that the protection of  public 
order is a legitimate function of  authority — but not an unlimited one. The 
firm’s own framing (“build safer communities”) invokes the common good. 
The Catholic response is to hold the firm to its own framing: if  AI deployment 
serves the common good, the governance architecture must be commensurate 
with it, and the persons affected by that deployment must retain the dignity and 
freedom the Catholic tradition considers non-negotiable.

Magnifica Humanitas §80 
(invasive surveillance and 
opaque algorithms)

“Justice demands that we prevent the emergence of  new forms of  exclusion 
and deprivation of  freedoms: individuals and peoples hindered or denied 
access to basic technologies, communities exposed to invasive surveillance 
and social groups penalized by opaque algorithms that perpetuate prejudice 
and discrimination.” Real-time biometric identification deployed in policing 
disproportionately reaches groups who cannot refuse it; the encyclical’s justice 
frame adds to the entry’s existing subsidiarity analysis a disclosed governance 
standard — audit rights and contractual off-ramps for misuse — that ensures 
deployment reaches the vulnerable.
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AeroVironment Inc.   FY25   |   Aerospace & Defense / Industrials   |   Severity 5

Key Disclosed Risk Language (FY25 10-K — AI risk factor): 

“We currently incorporate machine learning and AI capabilities into certain of  our products and solutions.” 

AeroVironment manufactures the Switchblade loitering munition, the Puma unmanned aerial system, and the 
Wasp UAS — a product portfolio that includes precision-strike capability with AI-assisted target identification 
and engagement. The FY25 AI risk factor, by contrast with the firm’s product profile, is unusually thin: it does 
not disclose which products incorporate which AI capabilities, does not specify the autonomy gradient across the 
product line, and does not name the human-in-the-loop architecture for precision-strike products. The gap between 
what the firm builds and what the firm discloses is itself  the finding. A firm whose flagship product is a precision-
strike munition with AI assistance should be expected to disclose, at the level of  specificity the product warrants, 
what role AI plays in target selection, engagement decisioning, and abort capability.

Opportunities for Alignment: 

Antiqua et Nova ¶¶99–102 
(lethal autonomous weapon 
systems); 

When a firm whose product portfolio includes AI-assisted precision-strike 
munitions discloses AI capabilities in a single generic sentence, the specificity 
Antiqua et Nova ¶¶99–102 requires is absent from the disclosure record. 

Catechism ¶¶2307–2317 
(just war conditions); 

The Catechism’s just war conditions (¶¶2307–2317) require human prudential 
judgment at every stage of  the decision to use lethal force. A precision-strike 
munition that incorporates AI for target identification operates at the boundary 
between automated assistance and action. The absence of  product-specific AI 
disclosure in the firm’s filings means the boundary is undisclosed — and what is 
undisclosed cannot be governed by the shareholders who hold the equity.

Pope Francis’s call for 
the prohibition of  lethal 
autonomous weapons; 

Pacem in Terris (moral 
architecture commensurate 
with consequence). 

The disclosure gap at firms whose products most directly implicate the 
prohibition Pope Francis named is not unique to AeroVironment. Across the 
broader defense sector, firms building autonomous and semi-autonomous 
weapons capabilities have not adopted the disclosure architecture used by other 
AI-deploying industries. The Catholic engagement question follows directly from 
the absence: the doctrine names the dilemma; the filing does not address it; the 
engagement asks the firm to close the gap.

Magnifica Humanitas §183 (the 
criteria for judging technologies)

“We must recall the principles of  Social Doctrine — the dignity of  the person, 
the common good, the universal destination of  goods, subsidiarity, solidarity 
and justice — for they are criteria for judging whether technologies truly serve 
humanity or are subjugating it.” For a firm whose flagship products sit at the 
boundary the encyclical draws at §198, the disclosure gap the entry identifies is 
itself  the failure of  these criteria to find anything to judge: what is undisclosed 
cannot be measured
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Evolv Technologies 
Holdings Inc.

  FY25  |  Electronic Instruments & Components / Information Technology  
|  Severity 5

Key Disclosed Risk Language (FY26 10-K — standalone AI risk factor):  

“Recent high visibility attacks at publicly and privately-owned venues and schools have increased market 
awareness of  mass shootings, terrorist, or other attacks.” 

Evolv Technologies is a pure-play AI weapons-detection company; its products are deployed at school entrances, 
stadium entrances, and other public venues. The FY25 risk factor names “schools” and “mass shootings” as the 
conditions creating customer demand. This disclosure sits at the most doctrinally complex intersection in the entire 
compendium: the imago Dei dignity of  children is at stake on both sides. The firm’s products are deployed to protect 
children from mass-shooting violence — a morally serious purpose. The firm’s deployment vehicle is AI-mediated 
body scanning of  children at school entrances — which raises the Antiqua et Nova ¶85 concerns about algorithmic 
determination of  human persons. This is the rare Catholic engagement case where the doctrinal teaching yields no 
single direct request. The genuine moral tension is the finding.

Opportunities for Alignment: 

Matthew 18:6 (the 
protection of  children); 

The warning in Matthew 18:6 applies in both directions: to the violence the 
firm’s products are designed to prevent, and to the conditions under which AI-
mediated scanning of  children at school entrances is deployed. 

Catechism ¶¶2284–2287 
(dignity of  the person); 

Antiqua et Nova ¶85 (privacy 
and human dignity); 

When AI-based weapons detection is deployed at school entrances — where 
attendance is compulsory, and refusal is not a meaningful option — the consent 
dimension of  the Catholic teaching on dignity is structurally bypassed. 

The Catholic teaching on 
the imago Dei dignity of  
children. 

The Catholic tradition has consistently held that the protection of  human life 
is among the gravest moral obligations. The deployment of  AI to prevent the 
killing of  children in schools serves that obligation. The Catholic tradition has 
also held that the dignity of  the human person is not diminished by the purpose 
for which that person is scanned, sorted, or algorithmically evaluated. The moral 
tension is real, and the Catholic engagement does not resolve it by fiat. It asks 
the firm to articulate, at the same level of  specificity as its product marketing, 
the moral architecture governing deployment in contexts where children cannot 
refuse.

Magnifica Humanitas §171 
(the power to profile, 
predict and influence)

“When every action — movements, purchases, relationships and preferences 
— leaves a trace, a new form of  power emerges, namely the power to profile, 
predict and influence behavior, often without individuals being fully aware of  it.” 
Children passing through AI-mediated scanning at a school entrance are the limit 
case of  the encyclical’s “without individuals being fully aware”: attendance is 
compulsory and awareness is not consent. The engagement asks for independent 
accuracy testing and contractual limits preventing use for behavioral prediction 
incompatible with human dignity — holding the genuine moral tension the entry 
identifies without resolving it by fiat.
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A STRATEGIC NOTE ON DILEMMA 4

This dilemma is the most theologically obligated and 
the most strategically careful of  the four. The Catholic 
teaching is clear; the corporate exposures are significant; 
the engagement opportunity is real. The methodology 
this paper applies throughout — grounding engagement 
in disclosed material risk, with doctrinal anchors drawn 
from the magisterial tradition — applies in this section 
as it does elsewhere. The engagement is framed in terms 
of  governance, board oversight, and the architecture of  
dual-use deployment. Specific operational allegations not 
present in SEC filings are not within the scope of  this 
paper.

Magnifica Humanitas sharpens this dilemma without 
resolving it in favor of  exclusion. The encyclical’s 
insistence that lethal decisions remain “under effective, 
self-aware and responsible human control” (§200) and 
that “it is not permissible to entrust lethal or otherwise 
irreversible decisions to artificial systems” (§198) 
gives Catholic investors a precise and authoritative 
engagement standard: meaningful human control over 
the use of  force. Because the document preserves the 
right to legitimate self-defense (§§192, 197) and stops 
short of  condemning the defense sector as such, the 
engagement methodology of  this paper continues to 
apply — companies can be asked to disclose and govern 
the degree of  autonomy in their systems. For fully 
autonomous lethal systems that remove human control 
altogether, however, the encyclical’s language points 
toward the boundary at which engagement gives way 
to exclusion. Where that line falls for a given holding 
is a prudential judgment, but Magnifica Humanitas now 
supplies the principle that governs it.

The Catholic teaching is distinctive on this dilemma in a 
way that bears on the engagement architecture. The just 
war tradition has always recognized that the development 
and use of  arms, under strict moral conditions, is 
permitted to nations and to the firms that supply them. 
Catholic teaching is not pacifist. Catholic engagement 
on lethal autonomous weapons is therefore not a call 
to exit the sector, but a call for the specific governance 
architecture that the just war tradition has always required 
— and, where a system removes meaningful human 
control from lethal decisions, a recognition that the 
tradition’s limit has been crossed.

The Merits of Engagement 
Catholic institutional investors hold equity in firms 
whose AI deployments in defense, surveillance, and 
high-consequence government decision-making raise 
questions that the Catholic moral tradition has been 
answering for two millennia. The fiduciary case for 
engagement is grounded in disclosed regulatory risk, 
contract concentration, dual-use export-control exposure, 
and active litigation. The doctrinal case is grounded in 
the Catechism’s just war tradition, the Antiqua et Nova call 
for the prohibition of  lethal autonomous weapons, the 
broader Catholic teaching on the sanctity of  human life, 
and Magnifica Humanitas’s requirement that the decision to 
use lethal force remain under meaningful human control 
(§200).

Specific engagement requests include: 

•	 Board-level oversight of  dual-use AI deployment 
terms, including the contractual framework 
governing government and defense customers; 

•	 Disclosure of  corporate AI ethics policy and 
the boundary between permitted and prohibited 
applications; 

•	 Commitments to meaningful human review in any 
AI-driven decision-making affecting the safety, 
freedom, or fundamental rights of  identifiable 
persons; 

•	 For firms with significant defense-customer 
exposure, board-level reporting on the governance 
architecture surrounding autonomous-targeting 
systems; 

•	 For firms with surveillance-technology exposure, 
disclosure of  the customer-vetting process and the 
termination provisions in customer contracts; 

•	 And, more broadly, the alignment of  corporate 
AI ethics policy with the principle that the moral 
judgment to take human life or restrict human 
freedom cannot be delegated to a machine.

The Catholic investor is not asking firms to exit defense 
markets; the just war tradition has never required 
that. Instead, the investor asks firms to govern the 
AI deployed in defense, intelligence, and surveillance 
contexts consistent with Catholic teaching — a standard 
for which the corporate disclosures provide both 
fiduciary and doctrinal grounds for engagement.
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AMRIS Methodology
AMRIS continuously ingests corporate 
regulatory filings — 10-Ks, 20-Fs, DEF 
14As, and equivalent disclosures across 
more than fifty global jurisdictions — and 
applies financial-data-science tools to extract 
the material risks each filing contains. 
The classification architecture is built on 
a 485-category ontology developed and 
maintained under domain-expert supervision. 
Within each filing, large language models 
(LLMs) trained on the AMRIS taxonomy 
identify distinct risk passages, assign them to 
ontology categories and subtopics, and score 
them on a five-level severity scale. A human-
in-the-loop quality process — the Continuous 
Accountability Monitoring framework 
— reviews machine outputs to maintain 
consistency across filings, sectors, and time.

The corpus referenced in this paper draws on 
disclosed material risks from approximately 
2,100 publicly traded companies, with filings 
ranging from FY18 through FY26 and an 
emphasis on the most recent year available for 
each issuer.

Severity scores are assigned based on the 
language companies themselves use to describe 
a risk in their own filings — not on analyst 
judgment about whether the risk should be 
material. 

Severity 4 and 5 classifications reference 
disclosure language that names legal, litigation, 
or regulatory exposure; the firm has framed 
the risk in terms consistent with material 
adverse effect on the business. 

Severity 1 through 3 classifications reference 
operational, market, or contingent risks 
disclosed in language that does not invoke the 
same fiduciary architecture. 

Where this paper notes a “severity delta,” 
the reference is to a year-over-year change 
in a firm’s severity score for a specific risk 
category — most commonly, a risk factor 
that did not appear in the prior year’s filing 
and now appears at a non-trivial severity level. 
The Tenet Healthcare disclosure discussed in 
Dilemma 1 carries a severity delta of  4 on this 
measure.
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IV. Engagement and Its Limits
The Catholic tradition does not require Catholic investors to exclude AI companies from their portfolios. The 
position drawn from the magisterial corpus, and consistent with the United States Conference of  Catholic Bishops’ 
Socially Responsible Investment Guidelines, Mensuram Bonam, and the Holy See Investment Policy Statement, is 
that engagement and active stewardship constitute the doctrinally appropriate response to the questions AI raises. 
Divestment removes Catholic capital from the room where AI governance is being decided. Engagement keeps it at 
the table.

Engagement is not, however, the answer in every case. The same tradition that favors stewardship also holds that 
certain applications of  AI are incompatible with human dignity as such. Magnifica Humanitas states that “it is not 
permissible to entrust lethal or otherwise irreversible decisions to artificial systems” (§198), and the Holy See’s own 
Investment Policy Statement calls for “specific exclusions for financial investments which contradict fundamental 
principles, such as the sanctity of  life or the dignity of  the human being or the common good.” Where a firm’s AI 
deployment falls within those categories, exclusion — not engagement — is the doctrinally appropriate response.76 
For the broad remainder, whose AI deployment raises governance questions short of  those exclusions, engagement is 
the preferred posture. The framework’s task is to distinguish between the two.

76   For instance, weapons systems designed for autonomous lethal decisioning, AI products explicitly designed for the sexual exploitation of  minors, or AI 
deployed for the systematic violation of  human rights protected by Catholic teaching.

The Disclosed-Risk Methodology
The engagement methodology proposed throughout this 
paper is consistent with the AMRIS framework deployed 
across other risk areas. Companies have already named 
the AI-related risks discussed above in their SEC filings as 
material to shareholder value. The Catholic investor’s task 
is to hold firms accountable to risks they have themselves 
identified — in a fiduciary vocabulary they cannot ignore, 
anchored in a moral vocabulary the Church has been 
articulating across two millennia.

This methodology produces highly specific engagement 
requests. Where the disclosure language is general, the 
engagement asks for precision. Where the disclosure 
identifies a regulatory exposure, the engagement asks for 
the governance that mitigates it. Where the disclosure 
acknowledges a litigation risk, the engagement asks for 
board-level oversight to address its causes. The Catholic 
engagement does not impose external standards on firms; 
it asks firms to live up to their own.

The doctrinal anchor adds depth, not novelty, to this 
methodology. The fiduciary case for engagement on 
AI labor displacement rests on the regulatory and 

litigation exposure firms have themselves disclosed. The 
Catholic case adds the Laborem Exercens anthropology 
of  the worker as subject of  work. The fiduciary case 
for engagement on AI in healthcare rests on disclosed 
litigation exposure regarding claims processing. The 
Catholic case adds the Antiqua et Nova principle, holding 
that decisions regarding patient treatment cannot be 
delegated to AI. The fiduciary case for engagement on 
the AI oligopoly rests on disclosed regulatory exposure 
under the EU AI Act, antitrust frameworks, and data 
protection regimes. The Catholic case adds the principle 
of  subsidiarity articulated in Quadragesimo Anno and 
developed across a century of  subsequent teaching.

The two cases do not depend on each other. They 
reinforce each other. A non-Catholic fiduciary can act 
on the disclosed-risk methodology without the doctrinal 
anchor. A Catholic institution can act on the doctrinal 
anchor with the additional confidence that the disclosed-
risk methodology grounds the engagement in the same 
fiduciary terms governing the rest of  the portfolio.



June 2026

Builders of  Communion

44

V. Builders of Communion
This paper has argued that the Catholic teaching on artificial intelligence is not new. Its anthropological foundations 
are older than the technology, older than the Industrial Revolution, older than the encyclical tradition that articulates 
its modern application. The Church’s response to AI is recognizably continuous with Her response to every prior 
technology of  power. The question She has been answering since Genesis — what does human dignity demand when 
human-made power expands beyond the human capacity to govern it? — is the question She is answering now.

For Catholic institutional investors, the implications are concrete. The Church does not require the wholesale 
exclusion of  AI companies. Her primary response is engagement on the same terms She has applied to every prior 
technology of  power: that human dignity be the measure, that the worker be the subject, that the vulnerable not bear 
the cost, and that no algorithm replace the conscience.

Each of  these terms produces specific governance requests grounded in specific disclosed risks. The fiduciary case 
for those requests is established by the firms. A Catholic institutional investor acting on this engagement framework is 
acting consistently with both fiduciary duty and Catholic teaching.

Magnifica Humanitas opens with a choice — to construct a new Tower of  Babel or to build the city in which God 
and humanity dwell together — and closes by assigning the work. The task it sets is Nehemiah’s: to enter “the 
construction sites of  history — research laboratories, technology companies, schools, the media, institutions and local 
communities” (§241), where “all are given their own section of  the wall: scientists and researchers, entrepreneurs and 
workers, educators and legislators” (§13). The investor’s section of  the wall is the one this paper has surveyed. Each 
engagement developed across the four dilemmas — the worker treated as subject of  the transition, the child protected 
in formation, concentrated power held to account, lethal judgment reserved to the human conscience — is a course 
of  stones in it.

Catholic investors, like the institutions they steward, are tasked with integrating capital and conscience. The 
framework articulated in this paper is one application of  that task to a particular technology at a particular moment; 
the methodology is older, and the dilemmas will outlast the technologies that produced them. “Every technical or 
economic decision,” Leo XIV writes, “should include spiritual discernment and be an opportunity for assessing 
whether the advances in AI are promoting justice and participation or concentrating wealth and power in the hands of  
a select few” (§240). That discernment, exercised holding equity rather than having sold it, is the work the encyclical 
assigns to those who finance the technology no less than to those who design it — and the Church has named what 
She asks Her investors to become: not architects of  Babel, but builders of  communion. 
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